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AD DS Design Guide  

By deploying Windows Server® 2008 Active Directory® Domain Services (AD DS) in your 

environment, you can take advantage of the centralized, delegated administrative model and 

single sign-on (SSO) capability that AD DS provides. After you identify the deployment tasks and 

current environment for your organization, you can create the AD DS deployment strategy that 

meets your organizationôs needs. 

About this guide  
This guide provides recommendations to help you develop an AD DS deployment strategy based 

on the requirements of your organization and the particular design that you want to create. This 

guide is intended for use by infrastructure specialists or system architects. Before you read this 

guide, you should have a good understanding of how AD DS works on a functional level. You 

should also have a good understanding of the organizational requirements that will be reflected in 

your AD DS deployment strategy.  

This guide describes sets of tasks for several possible starting points of a Windows Server 2008 

AD DS deployment. The guide helps you determine the most appropriate deployment strategy for 

your environment. 

Although the strategies that are presented in this guide are appropriate for almost all server 

operating system deployments, they have been tested and validated specifically for environments 

that contain fewer than 100,000 users and fewer than 1,000 sites, with network connections of a 

minimum of 28.8 kilobits per second (Kbps). If your environment does not meet these criteria, 

consider using a consulting firm that has experience deploying AD DS in more complex 

environments. 

For more information about testing the AD DS deployment process, see Testing and Verifying the 

Deployment Process (http://go.microsoft.com/fwlink/?LinkId=100206). 

In this guide  
Understanding AD DS Design 

Identifying Your AD DS Design and Deployment Requirements 

Mapping Your Requirements to an AD DS Deployment Strategy 

Designing the Logical Structure for Windows Server 2008 AD DS 

Designing the Site Topology for Windows Server 2008 AD DS 

Enabling Windows Server 2008 Advanced Features for AD DS 

Evaluating AD DS Deployment Strategy Examples 

Appendix A: Reviewing Key AD DS Terms 

http://go.microsoft.com/fwlink/?LinkId=100206
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Understanding AD DS Design  

Organizations can use Active Directory Domain Services (AD DS) in Windows Server 2008 to 

simplify user and resource management while creating scalable, secure, and manageable 

infrastructures. You can use AD DS to manage your network infrastructure, including branch 

office, Microsoft Exchange Server, and multiple forest environments. 

An AD DS deployment project involves three phases: a design phase, a deployment phase, and 

an operations phase. During the design phase, the design team creates a design for the AD DS 

logical structure that best meets the needs of each division in the organization that will use the 

directory service. After the design is approved, the deployment team tests the design in a lab 

environment and then implements the design in the production environment. Because testing is 

performed by the deployment team and it potentially affects the design phase, it is an interim 

activity that overlaps both design and deployment. When the deployment is complete, the 

operations team is responsible for maintaining the directory service. 

Although the Windows Server 2008 AD DS design and deployment strategies that are presented 

in this guide are based on extensive lab and pilot-program testing and successful implementation 

in customer environments, you might have to customize your AD DS design and deployment to 

better suit specific, complex environments.  

¶ For more information about deploying AD DS in a branch office environment, see the Branch 

Office Planning Guide (http://go.microsoft.com/fwlink/?LinkId=100207). 

¶ For more information about deploying AD DS in an Exchange environment, see 

Exchange 2007 - Planning Active Directory (http://go.microsoft.com/fwlink/?LinkId=88904). 

¶ For more information about deploying AD DS in a multiple forest environment, see Multiple 

Forest Considerations in Windows 2000 and Windows Server 2003 

(http://go.microsoft.com/fwlink/?LinkId=88905). 

Identifying Your AD DS Design and 
Deployment Requirements  

Performing a high-level assessment of your current environment and correctly identifying your 

Active Directory Domain Services (AD DS) deployment tasks is essential for the success of your 

AD DS deployment strategy.  

Your AD DS deployment strategy depends on your existing network configuration. For example, if 

your organization currently runs Windows Server 2003, you can upgrade your operating system 

to Windows Server 2008. Your deployment process might involve restructuring existing domains, 

either within an Active Directory forest or between Active Directory forests. You may have to 

restructure your existing domains after you deploy Windows Server 2008 AD DS or after 

organizational changes or corporate acquisitions.  

¶ AD DS Design Requirements 

http://go.microsoft.com/fwlink/?LinkId=100207
http://go.microsoft.com/fwlink/?LinkId=88904
http://go.microsoft.com/fwlink/?LinkId=88905
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¶ AD DS Deployment Requirements 

AD DS Design Requirements  

Designing the Active Directory logical structure  
Before you deploy Windows Server 2008 Active Directory Domain Services (AD DS), you must 

plan for and design the AD DS logical structure for your environment. The AD DS logical structure 

determines how your directory objects are organized, and it provides an effective method for 

managing your network accounts and shared resources. When you design your AD DS logical 

structure, you define a significant part of the network infrastructure of your organization. 

To design the AD DS logical structure, determine the number of forests that your organization 

requires, and then create designs for domains, Domain Name System (DNS) infrastructure, and 

organizational units (OUs). The following illustration shows the process for designing the logical 

structure. 

 
 

For more information, see Designing the Logical Structure for Windows Server 2008 AD DS. 
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Designing the site topology  
After you design the logical structure for your AD DS infrastructure, you must design the site 

topology for your network. The site topology is a logical representation of your physical network. It 

contains information about the location of AD DS sites, the AD DS domain controllers within each 

site, and the site links and site link bridges that support AD DS replication between sites. The 

following illustration shows the site topology design process. 

 
 

For more information, see Designing the Site Topology for Windows Server 2008 AD DS. 

Planning domain controller capacity  
To ensure efficient AD DS performance, you must determine the appropriate number of domain 

controllers for each site and verify that they meet the hardware requirements for Windows 

Server 2008. Careful capacity planning for your domain controllers ensures that you do not 

underestimate hardware requirements, which can cause poor domain controller performance and 

application response time. The following illustration shows the process of domain controller 

capacity planning. 
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Enabling Windows  Server  2008 advanced AD  DS 
features  
You can use Windows Server 2008 AD DS to introduce advanced features into your environment 

by raising the domain or forest functional level. You can raise the functional level to Windows 

Server 2008 when all domain controllers in the domain or forest are running Windows 

Server 2008.  

For more information, see Enabling Windows Server 2008 Advanced Features for AD DS. 

AD DS Deployment Requirements  

The structure of your existing environment determines your strategy for deploying Windows 

Server 2008 Active Directory Domain Services (AD DS). If you are creating an AD DS 

environment and you do not have an existing domain structure, complete your AD DS design 

before you begin creating your AD DS environment. Then, you can deploy a new forest root 

domain and deploy the rest of your domain structure according to your design. 

Also, as part of your AD DS deployment, you might decide to upgrade and restructure your 

environment. For example, if your organization has an existing Windows 2000 domain structure, 

you might perform an in-place upgrade of some domains and restructure others. In addition, you 
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might decide to reduce the complexity of your environment by either restructuring domains 

between forests or restructuring domains within a forest after you deploy AD DS. 

Deploying a Windows  Server  2008 forest root 
domain  
The forest root domain provides the foundation for your AD DS forest infrastructure. To deploy 

AD DS, you must first deploy a forest root domain. To do this, you must review your AD DS 

design; configure the DNS service for the forest root domain; create the forest root domain, which 

consists of deploying forest root domain controllers, configuring the site topology for the forest 

root domain, and configuring operations master roles (also known as flexible single master 

operations or FSMO); and raise the forest and domain functional levels. The following illustration 

shows the overall process of deploying a forest root domain. 

 
 

For more information, see Deploying a Windows Server 2008 Forest Root Domain [LH] . 

Deploying Windows  Server  2008 regional domains  
After you complete the deployment of the forest root domain, you are ready to deploy any new 

Windows Server 2008 regional domains that are specified by your design. To do this, you must 

deploy domain controllers for each regional domain. The following illustration shows the process 

of deploying regional domains. 
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For more information, see Deploying Windows Server 2008 Regional Domains [LH] . 

Upgrading Active  Directory domains to 
Windows  Server  2008 
Upgrading your Windows 2000 or Windows Server 2003 domains to Windows Server 2008 

domains is an efficient, straightforward way to take advantage of additional Windows Server 2008 

features and functionality. You can upgrade domains to maintain your current network and 

domain configuration while improving the security, scalability, and manageability of your network 

infrastructure. Upgrading from Windows 2000 or Windows Server 2003 to Windows Server 2008 

requires minimal network configuration. Upgrading also has little impact on user operations. For 

more information, see Upgrading Active Dire ctory Domains to Windows Server 2008 AD DS 

Domains [LH] . 
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Restructuring AD  DS domains  
When you restructure domains between Windows Server 2008 forests (interforest restructure), 

you can reduce the number of domains in your environment and therefore reduce administrative 

complexity and overhead. When you migrate objects between forests as part of this restructuring 

process, both the source domain and target domain environments exist simultaneously. This 

makes it possible for you to roll back to the source environment during the migration, if 

necessary. 

When you restructure Windows Server 2008 domains within a Windows Server 2008 forest 

(intraforest restructure), you can consolidate your domain structure and therefore reduce 

administrative complexity and overhead. When you restructure domains within a forest, the 

migrated accounts no longer exist in the source domain. 

For more information about how to use the Active Directory Migration Tool (ADMT) version 3.1 

(ADMT v3.1) to restructure domains, see ADMT v3.1 Migration Guide 

(http://go.microsoft.com/fwlink/?LinkId=93678). 

Mapping Your Requirements to an AD DS 
Deployment Strategy  

After you finish reviewing and identifying the Active Directory Domain Services (AD DS) design 

and deployment requirements and you determine which of them are related to your specific 

deployment, you can map those requirements to a specific AD DS deployment strategy. 

Use the following table to determine which AD DS deployment strategy maps to the appropriate 

combination of AD DS design and deployment requirements for your organization. ("Yes" means 

that a specific requirement is necessary for your deployment strategy; "No" means that a specific 

requirement is not necessary for your deployment strategy.)  

This table refers only to the three primary AD DS deployment strategies as described in this 

guide: 

¶ Deploying AD DS in a New Organization 

¶ Deploying AD DS in a Windows Server 2003 Organization 

¶ Deploying AD DS in a Windows Server 2003 Organization 

However, you can create a hybrid or custom AD DS deployment strategy by using any 

combination of the AD DS design and deployment requirements to meet the needs of your 

organization. 
 

http://go.microsoft.com/fwlink/?LinkId=93678
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AD DS design and deployment requirements  Deploying AD 

DS in a New 

Organization  

Deployi ng AD 

DS in a 

Windows 

Server 2003 

Organization  

Deploying AD 

DS in a 

Windows 2000 

Organization  

Designing the Logical Structure for Windows 

Server 2008 AD DS 

Yes Yes Yes 

Designing the Site Topology for Windows 

Server 2008 AD DS 

Yes Yes Yes 

Planning Domain Controller Capacity  Yes Yes Yes 

Deploying a Windows Server 2008 Forest 

Root Domain [LH]  

Yes No No 

Deploying Windows Server 2008 Regional 

Domains [LH]  

Yes Yes Yes  

Enabling Windows Server 2008 Advanced 

Features for AD DS 

Yes Yes, but all 

domain 

controllers in 

the 

environment 

must run 

Windows 

Server 2008 

before you set 

the domain or 

forest 

functional level 

to Windows 

Server 2008. 

Yes, but all 

domain 

controllers in 

the 

environment 

must run 

Windows 

Server 2008 

before you set 

the domain or 

forest 

functional level 

to Windows 

Server 2008. 

Upgrading Active Directory Domains to 

Windows Server 2008 AD DS Domains 

[LH]  

No Yes Yes 

Restructuring AD DS Domains Between 

Forests 

(http://go.microsoft.com/fwlink/?LinkId=93678) 

Yes, if you 

want to 

migrate a pilot 

domain into 

your 

production 

environment, 

merge with 

Yes, if you 

want to merge 

with another 

organization 

and 

consolidate 

the two IT 

infrastructures 

Yes, if you 

want to merge 

with another 

organization 

and 

consolidate 

the two IT 

infrastructures 

http://go.microsoft.com/fwlink/?LinkId=93678


 

 
18 

AD DS design and deployment requirements  Deploying AD 

DS in a New 

Organization  

Deployi ng AD 

DS in a 

Windows 

Server 2003 

Organization  

Deploying AD 

DS in a 

Windows 2000 

Organization  

another 

organization 

and 

consolidate the 

two 

information 

technology (IT) 

infrastructures, 

or consolidate 

resource and 

account 

domains that 

you upgraded 

in place from 

Windows 2000 

or Windows 

Server 2003 

environments. 

or consolidate 

resource and 

account 

domains that 

you upgraded 

in place from 

Windows 2000 

or Windows 

Server 2003 

environments. 

or consolidate 

resource and 

account 

domains that 

you upgraded 

in place from 

Windows 2000 

or Windows 

Server 2003 

environments. 

Restructuring AD DS Domains Within Forests 

(http://go.microsoft.com/fwlink/?LinkId=82740) 

No Yes, if you 

need to reduce 

the number of 

domains, 

reduce 

replication 

traffic and the 

amount of 

required user 

and group 

administration, 

or simplify the 

administration 

of 

Group Policy. 

Yes, if you 

need to reduce 

the number of 

domains, 

reduce 

replication 

traffic and the 

amount of 

required user 

and group 

administration, 

or simplify the 

administration 

of 

Group Policy. 

 

http://go.microsoft.com/fwlink/?LinkId=82740
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Deploying AD DS in a New Organization  

Thoroughly preparing your Active Directory Domain Services (AD DS) design is essential to a 

cost-effective deployment. If your network environment is currently operating without a directory 

service, complete a comprehensive design of your AD DS logical structure before you deploy 

AD DS. Then, you can deploy a new forest root domain and deploy the rest of your domain 

structure according to your design. 

The following illustration shows the steps for deploying Windows Server 2008 AD DS in a network 

environment that is currently operating without a directory service. 

 
 

For a list of detailed tasks that you can use to plan and deploy AD DS in a new organization, see 

Checklist: Deploying AD DS in a New Organization [longhorn] . 
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Deploying AD DS in a Windows Server 2003 
Organization  

If your organization is currently running Windows Server 2003 Active Directory, you can deploy 

Windows Server 2008 Active Directory Domain Services (AD DS) by either performing an in-

place upgrade of some or all of your domain controllers' operating systems to Windows 

Server 2008 or by introducing domain controllers running Windows Server 2008 into your 

environment.  

Before you can add a domain controller running Windows Server 2008 to an existing 

Windows Server 2003 Active Directory domain, you must run adprep , a command-line tool. 

Adprep extends the AD DS schema, updates default security descriptors of selected objects, and 

adds new directory objects as required by some applications. Adprep is available on the Windows 

Server 2008 installation disk (\sources\adprep\adprep.exe). For more information, see Adprep 

(http://go.microsoft.com/fwlink/?LinkId=99215). 

The following illustration shows the steps for deploying Windows Server 2008 AD DS in a network 

environment that is currently running Windows Server 2003 Active Directory. 

 
 

http://go.microsoft.com/fwlink/?LinkId=99215
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Note  

If you want to set the domain or forest functional level to Windows Server 2008, all 

domain controllers in your environment must run the Windows Server 2008 operating 

system. 

Consolidating resource domains and account domains that are upgraded in place from a 

Windows Server 2003 environment as part of your Windows Server 2008 AD DS deployment 

may require interforest or intraforest domain restructuring. Restructuring AD DS domains 

between forests helps you reduce the complexity of the representation of your organization in 

AD DS, and it helps reduce the associated administrative costs. Restructuring AD DS domains 

within a forest helps you decrease the administrative overhead for your organization by reducing 

replication traffic, reducing the amount of user and group administration that is required, and 

simplifying the administration of Group Policy. For more information, see ADMT v3.1 Migration 

Guide (http://go.microsoft.com/fwlink/?LinkId=93678). 

For a list of detailed tasks that you can use to plan and deploy AD DS in an organization that is 

running Windows Server 2003 Active Directory, see Checklist: Deploying AD DS in a Windows 

Server 2003 Organization [longhorn] . 

Deploying AD DS in a Windows 2000 
Organization  

If your organization is currently running Windows 2000 Active Directory, you can deploy Windows 

Server 2008 Active Directory Domain Services (AD DS) by either performing an in-place upgrade 

of some or all of your domain controllers' operating systems to Windows Server 2008 or by 

introducing domain controllers running Windows Server 2008 into your environment.  

Before you can add a domain controller running Windows Server 2008 to an existing 

Windows 2000 Active Directory domain, you must run adprep , a command-line tool. Adprep 

extends the AD DS schema, updates default security descriptors of selected objects, and adds 

new directory objects as required by some applications. Adprep is available on the Windows 

Server 2008 installation disk (\sources\adprep\adprep.exe). For more information, see Adprep 

(http://go.microsoft.com/fwlink/?LinkId=99215). 

Note  

If you want to perform an in-place upgrade of an existing Windows 2000 AD DS domain 

controller to Windows Server 2008, you must first upgrade the server to Windows 

Server 2003, and then upgrade it to Windows Server 2008. 

The following illustration shows the steps for deploying the Windows Server 2008 AD DS in a 

network environment that is currently running Windows 2000 Active Directory. 

http://go.microsoft.com/fwlink/?LinkId=93678
http://go.microsoft.com/fwlink/?LinkId=99215
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Note  

If you want to set the domain or forest functional level to Windows Server 2008, all 

domain controllers in your environment must run the Windows Server 2008 operating 

system. 

Consolidating resource and account domains that are upgraded in place from a Windows 2000 

environment as part of your Windows Server 2008 AD DS deployment may require interforest or 

intraforest domain restructuring. Restructuring AD DS domains between forests helps you reduce 

the complexity of your organization and the associated administrative costs. Restructuring AD DS 

domains within a forest helps you to decrease the administrative overhead for your organization 

by reducing replication traffic, reducing the amount of user and group administration that is 

required, and simplifying the administration of Group Policy. For more information, see 

ADMT v3.1 Migration Guide (http://go.microsoft.com/fwlink/?LinkId=93678). 

For a list of detailed tasks that you can use to plan and deploy AD DS in an organization that is 

currently running Windows 2000 Active Directory, see Checklist: Deploying AD DS in a 

Windo ws 2000 Organization [longhorn] . 

http://go.microsoft.com/fwlink/?LinkId=93678
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Designing the Logical Structure for Windows 
Server 2008 AD DS  

Active Directory Domain Services (AD DS) in the Windows Server 2008 operating system 

enables organizations to create a scalable, secure, and manageable infrastructure for user and 

resource management. It also enables them to support directory-enabled applications. 

A well-designed Active Directory logical structure provides the following benefits: 

¶ Simplified management of Microsoft® Windows®ïbased networks that contain large numbers 

of objects 

¶ A consolidated domain structure and reduced administration costs 

¶ The ability to delegate administrative control over resources, as appropriate 

¶ Reduced impact on network bandwidth 

¶ Simplified resource sharing 

¶ Optimal search performance 

¶ Low total cost of ownership 

A well-designed Active Directory logical structure facilitates the efficient integration of such 

features as Group Policy; desktop lockdown; software distribution; and user, group, workstation, 

and server administration into your system. In addition, a carefully designed logical structure 

facilitates the integration of Microsoft and non-Microsoft applications and services, such as 

Microsoft Exchange Server, public key infrastructure (PKI), and a domain-based distributed file 

system (DFS).  

When you design an Active Directory logical structure before you deploy AD DS, you can 

optimize your deployment process to best take advantage of Windows Server 2008 

Active Directory features. To design the Active Directory logical structure, your design team first 

identifies the requirements for your organization and, based on this information, decides where to 

place the forest and domain boundaries. Then, the design team decides how to configure the 

Domain Name System (DNS) environment to meet the needs of the forest. Finally, the design 

team identifies the organizational unit (OU) structure that is required to delegate the management 

of resources in your organization. 

In this guide  
¶ Understanding the Active Directory Logical Model 

¶ Identifying the Deployment Project Participants 

¶ Creating a Forest Design 

¶ Creating a Domain Design 

¶ Creating a DNS Infrastructure Design 

¶ Creating an Organizational Unit Design 
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¶ Finding Additional Resources for Windows Server 2008 Active Directory Logical Structure 

Design 

¶ Appendix A: DNS Inventory 

Understanding the Active Directory Logical 
Model  

Designing your logical structure for Active Directory Domain Services (AD DS) involves defining 

the relationships between the containers in your directory. These relationships might be based on 

administrative requirements, such as delegation of authority, or they might be defined by 

operational requirements, such as the need to control replication. 

Before you design your Active Directory logical structure, it is important to understand the 

Active Directory logical model. AD DS is a distributed database that stores and manages 

information about network resources as well as application-specific data from directory-enabled 

applications. AD DS allows administrators to organize elements of a network (such as users, 

computers, and devices) into a hierarchical containment structure. The top-level container is the 

forest. Within forests are domains, and within domains are organizational units (OUs). This is 

called the logical model because it is independent of the physical aspects of the deployment, 

such as the number of domain controllers required within each domain and network topology. 

Active  Directory forest  
A forest is a collection of one or more Active Directory domains that share a common logical 

structure, directory schema (class and attribute definitions), directory configuration (site and 

replication information), and global catalog (forest-wide search capabilities). Domains in the same 

forest are automatically linked with two-way, transitive trust relationships.  

Active  Directory domain  
A domain is a partition in an Active Directory forest. Partitioning data enables organizations to 

replicate data only to where it is needed. In this way, the directory can scale globally over a 

network that has limited available bandwidth. In addition, the domain supports a number of other 

core functions related to administration, including: 

¶ Network-wide user identity. Domains allow user identities to be created once and referenced 

on any computer joined to the forest in which the domain is located. Domain controllers that 

make up a domain are used to store user accounts and user credentials (such as passwords 

or certificates) securely. 

¶ Authentication. Domain controllers provide authentication services for users and supply 

additional authorization data such as user group memberships, which can be used to control 

access to resources on the network. 
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¶ Trust relationships. Domains can extend authentication services to users in domains outside 

their own forest by means of trusts. 

¶ Replication. The domain defines a partition of the directory that contains sufficient data to 

provide domain services and then replicates it between the domain controllers. In this way, all 

domain controllers are peers in a domain and are managed as a unit. 

Active  Directory organizational units  
OUs can be used to form a hierarchy of containers within a domain. OUs are used to group 

objects for administrative purposes such as the application of Group Policy or delegation of 

authority. Control (over an OU and the objects within it) is determined by the access control lists 

(ACLs) on the OU and on the objects in the OU. To facilitate the management of large numbers 

of objects, AD DS supports the concept of delegation of authority. By means of delegation, 

owners can transfer full or limited administrative control over objects to other users or groups. 

Delegation is important because it helps to distribute the management of large numbers of 

objects across a number of people who are trusted to perform management tasks. 

Identifying the Deployment Project 
Participants  

The first step in establishing a deployment project for Active Directory Domain Service (AD DS) is 

to establish the design and deployment project teams that will be responsible for managing the 

design phase and deployment phase of the Active Directory project cycle. In addition, you must 

identify the individuals and groups who will be responsible for owning and maintaining the 

directory after the deployment is completed.  

¶ Defining project-specific roles 

¶ Establishing owners and administrators 

¶ Building project teams 

Defining project -specific roles  
An important step in establishing the project teams is to identify the individuals who are to hold 

project-specific roles. These include the executive sponsor, the project architect, and the project 

manager. These individuals are responsible for running the Active Directory deployment project. 

After you appoint the project architect and project manager, these individuals establish channels 

of communication throughout the organization, build project schedules, and identify the 

individuals who will be members of the project teams, beginning with the various owners.  



 

 
26 

Executive sponsor  

Deploying an infrastructure such as AD DS can have a wide-ranging impact on an organization. 

For this reason, it is important to have an executive sponsor who understands the business value 

of the deployment, supports the project at the executive level, and can help resolve conflicts 

across the organization. 

Project architect  

Each Active Directory deployment project requires a project architect to manage the 

Active Directory design and deployment decision-making process. The architect provides 

technical expertise to assist with the process of designing and deploying AD DS. 

Note  

If no existing personnel in your organization have directory design experience, you might 

want to hire an outside consultant who is an expert in Active Directory design and 

deployment. 

The responsibilities of the Active Directory project architect include the following: 

¶ Owning the Active Directory design 

¶ Understanding and recording the rationale for key design decisions 

¶ Ensuring that the design meets the business needs of the organization 

¶ Establishing consensus between design, deployment, and operations teams 

¶ Understanding the needs of AD DSïintegrated applications 

The final Active Directory design must reflect a combination of business goals and technical 

decisions. Therefore, the project architect must review design decisions to ensure that they align 

with business goals. 

Project manager  

The project manager facilitates cooperation across business units and between technology 

management groups. Ideally, the Active Directory deployment project manager is someone from 

within the organization who is familiar with both the operational policies of the IT group and the 

design requirements for the groups that are preparing to deploy AD DS. The project manager 

oversees the entire deployment project, beginning with design and continuing through 

implementation, and makes sure that the project stays on schedule and within budget. The 

responsibilities of the project manager include the following: 

¶ Providing basic project planning such as scheduling and budgeting 

¶ Driving progress on the Active Directory design and deployment project 

¶ Ensuring that the appropriate individuals are involved in each part of the design process 

¶ Serving as single point of contact for the Active Directory deployment project 

¶ Establishing communication between design, deployment, and operations teams 
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¶ Establishing and maintaining communication with the executive sponsor throughout the 

deployment project 

Establishing owners and administrators  
In an Active Directory deployment project, individuals who are owners are held accountable by 

management to make sure that deployment tasks are completed and that Active Directory design 

specifications meet the needs of the organization. Owners do not necessarily have access to or 

manipulate the directory infrastructure directly. Administrators are the individuals responsible for 

completing the required deployment tasks. Administrators have the network access and 

permissions necessary to manipulate the directory and its infrastructure. 

The role of the owner is strategic and managerial. Owners are responsible for communicating to 

administrators the tasks required for the implementation of the Active Directory design such as 

the creation of new domain controllers within the forest. The administrators are responsible for 

implementing the design on the network according to the design specifications. 

In large organizations, different individuals fill owner and administrator roles; however, in some 

small organizations, the same individual might act as both the owner and the administrator. 

Service and data owners  

Managing AD DS on a daily basis involves two types of owners: 

¶ Service owners who are responsible for planning and long-term maintenance of the 

Active Directory infrastructure and for ensuring that the directory continues to function and 

that the goals established in service level agreements are maintained 

¶ Data owners who are responsible for the maintenance of the information stored in the 

directory. This includes user and computer account management and management of local 

resources such as member servers and workstations. 

It is important to identify the Active Directory service and data owners early so that they can 

participate in as much of the design process as possible. Because the service and data owners 

are responsible for the long-term maintenance of the directory after the deployment project is 

finished, it is important for these individuals to provide input regarding organizational needs and 

to be familiar with how and why certain design decisions are made. Service owners include the 

forest owner, the Active Directory Domain Naming System (DNS) owner, and the site topology 

owner. Data owners include organizational unit (OU) owners. 

Service and data admi nistrators  

The operation of AD DS involves two types of administrators: service administrators and data 

administrators. Service administrators implement policy decisions made by service owners and 

handle the day-to-day tasks associated with maintaining the directory service and infrastructure. 

This includes managing the domain controllers that are hosting the directory service, managing 

other network services such as DNS that are required for AD DS, controlling the configuration of 

forest-wide settings, and ensuring that the directory is always available. 
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Service administrators are also responsible for completing ongoing Active Directory deployment 

tasks that are required after the initial Windows Server 2008 Active Directory deployment process 

is complete. For example, as demands on the directory increase, service administrators create 

additional domain controllers and establish or remove trusts between domains, as needed. For 

this reason, the Active Directory deployment team needs to include service administrators. 

You must be careful to assign service administrator roles only to trusted individuals in the 

organization. Because these individuals have the ability to modify the system files on domain 

controllers, they can change the behavior of AD DS. You must ensure that the service 

administrators in your organization are individuals who are familiar with the operational and 

security policies that are in place on your network and who understand the need to enforce those 

policies. 

Data administrators are users within a domain who are responsible both for maintaining data that 

is stored in AD DS such as user and group accounts and for maintaining computers that are 

members of their domain. Data administrators control subsets of objects within the directory and 

have no control over the installation or configuration of the directory service. 

Data administrator accounts are not provided by default. After the design team determines how 

resources are to be managed for the organization, domain owners must create data administrator 

accounts and delegate them the appropriate permissions based on the set of objects for which 

the administrators are to be responsible. 

It is best to limit the number of service administrators in your organization to the minimum number 

required to ensure that the infrastructure continues to function. The majority of administrative 

work can be completed by data administrators. Service administrators require a much wider skill 

set because they are responsible for maintaining the directory and the infrastructure that supports 

it. Data administrators only require the skills necessary to manage their portion of the directory. 

Dividing work assignments in this way results in cost savings for the organization because only a 

small number of administrators need to be trained to operate and maintain the entire directory 

and its infrastructure. 

For example, a service administrator needs to understand how to add a domain to a forest. This 

includes how to install the software to convert a server into a domain controller and how to 

manipulate the DNS environment so that the domain controller can be merged seamlessly into 

the Active Directory environment. A data administrator only needs to know how to manage the 

specific data that they are responsible for such as the creation of new user accounts for new 

employees in their department. 

Deploying AD DS requires coordination and communication between many different groups 

involved in the operation of the network infrastructure. These groups should appoint service and 

data owners who are responsible for representing the various groups during the design and 

deployment process. 

Once the deployment project is complete, these service and data owners continue to be 

responsible for the portion of the infrastructure managed by their group. In an Active Directory 

environment, these owners are the forest owner, the DNS for AD DS owner, the site topology 

owner, and the OU owner. The roles of these service and data owners are explained in the 

following sections. 
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Forest owner  

The forest owner is typically a senior information technology (IT) manager in the organization who 

is responsible for the Active Directory deployment process and who is ultimately accountable for 

maintaining service delivery within the forest after the deployment is complete. The forest owner 

assigns individuals to fill the other ownership roles by identifying key personnel within the 

organization who are able to contribute necessary information about network infrastructure and 

administrative needs. The forest owner is responsible for the following: 

¶ Deployment of the forest root domain to create the forest 

¶ Deployment of the first domain controller in each domain to create the domains required for 

the forest 

¶ Memberships of the service administrator groups in all domains of the forest 

¶ Creation of the design of the OU structure for each domain in the forest 

¶ Delegation of administrative authority to OU owners 

¶ Changes to the schema 

¶ Changes to forest-wide configuration settings 

¶ Implementation of certain Group Policy policy settings, including domain user account 

policies such as fine-grained password and account lockout policy 

¶ Business policy settings that apply to domain controllers 

¶ Any other Group Policy settings that are applied at the domain level 

The forest owner has authority over the entire forest. It is the forest ownerôs responsibility to set 

Group Policy and business policies and to select the individuals who are service administrators. 

The forest owner is a service owner. 

DNS for AD  DS owner  

The DNS for AD DS owner is an individual who has a thorough understanding of the existing 

DNS infrastructure and the existing namespace of the organization. 

The DNS for AD DS owner is responsible for the following: 

¶ Serving as a liaison between the design team and the IT group that currently owns the DNS 

infrastructure 

¶ Providing the information about the existing DNS namespace of the organization to assist in 

the creation of the new Active Directory namespace 

¶ Working with the deployment team to make sure that the new DNS infrastructure is deployed 

according to the specifications of the design team and that it is working properly 

¶ Managing the DNS for AD DS infrastructure, including the DNS Server service and DNS data 

The DNS for AD DS owner is a service owner. 
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Site topology owner  

The site topology owner is familiar with the physical structure of the organization network, 

including mapping of individual subnets, routers, and network areas that are connected by means 

of slow links. The site topology owner is responsible for the following: 

¶ Understanding the physical network topology and how it affects AD DS 

¶ Understanding how the Active Directory deployment will impact the network 

¶ Determining the Active Directory logical sites that need to be created 

¶ Updating site objects for domain controllers when a subnet is added, modified, or removed 

¶ Creating site links, site link bridges, and manual connection objects 

The site topology owner is a service owner. 

OU owner  

The OU owner is responsible for managing data stored in the directory. This individual needs to 

be familiar with the operational and security policies that are in place on the network. OU owners 

can perform only those tasks that have been delegated to them by the service administrators, and 

they can perform only those tasks on the OUs to which they are assigned. Tasks that might be 

assigned to the OU owner include the following: 

¶ Performing all account management tasks within their assigned OU 

¶ Managing workstations and member servers that are members of their assigned OU 

¶ Delegating authority to local administrators within their assigned OU 

The OU owner is a data owner. 

Building project teams  
Active Directory project teams are temporary groups that are responsible for completing 

Active Directory design and deployment tasks. When the Active Directory deployment project is 

complete, the owners assume responsibility for the directory, and the project teams can disband. 

The size of the project teams varies according to the size of the organization. In small 

organizations, a single person can cover multiple areas of responsibility on a project team and be 

involved in more than one phase of the deployment. Large organizations might require larger 

teams with different individuals or even different teams covering the different areas of 

responsibility. The size of the teams is not important as long as all areas of responsibility are 

assigned, and the design goals of the organization are met. 

Identifying potential forest owners  

Identify the groups within your organization that own and control the resources necessary to 

provide directory services to users on the network. These groups are considered potential forest 

owners. 
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The separation of service and data administration in AD DS makes it possible for the 

infrastructure IT group (or groups) of an organization to manage the directory service while local 

administrators in each group manage the data that belongs to their own groups. Potential forest 

owners have the required authority over the network infrastructure to deploy and support AD DS. 

For organizations that have one centralized infrastructure IT group, the IT group is generally the 

forest owner and, therefore, the potential forest owner for any future deployments. Organizations 

that include a number of independent infrastructure IT groups have a number of potential forest 

owners. If your organization already has an Active Directory infrastructure in place, any current 

forest owners are also potential forest owners for new deployments. 

Select one of the potential forest owners to act as the forest owner for each forest that you are 

considering for deployment. These potential forest owners are responsible for working with the 

design team to determine whether or not their forest will actually be deployed or if an alternate 

course of action (such as joining another existing forest) is a better use of the available resources 

and still meets their needs. The forest owner (or owners) in your organization are members of the 

Active Directory design team. 

Establishing a design team  

The Active Directory design team is responsible for gathering all the information needed to make 

decisions about the Active Directory logical structure design.  

The responsibilities of the design team include the following: 

¶ Determining how many forests and domains are required and what the relationships are 

between the forests and domains 

¶ Working with data owners to ensure that the design meets their security and administrative 

requirements 

¶ Working with the current network administrators to ensure that the current network 

infrastructure supports the design and that the design will not adversely affect existing 

applications deployed on the network 

¶ Working with representatives of the security group of the organization to ensure that the 

design meets established security policies 

¶ Designing OU structures that permit appropriate levels of protection and the proper 

delegation of authority to the data owners 

¶ Working with the deployment team to test the design in a lab environment to ensure that it 

functions as planned and modifying the design as needed to address any problems that 

occur 

¶ Creating a site topology design that meets the replication requirements of the forest while 

preventing overload of available bandwidth. For more information about designing the site 

topology, see Designing the Site Topology for Windows Server 2008 AD DS. 

¶ Working with the deployment team to ensure that the design is implemented correctly 

The design team includes the following members: 

¶ Potential forest owners 
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¶ Project architect 

¶ Project manager 

¶ Individuals who are responsible for establishing and maintaining security policies on the 

network 

During the logical structure design process, the design team identifies the other owners. These 

individuals must start participating in the design process as soon as they are identified. After the 

deployment project is handed off to the deployment team, the design team is responsible for 

overseeing the deployment process to ensure that the design is implemented correctly. The 

design team also makes changes to the design based on feedback from testing. 

Establishing a deployment team  

The Active Directory deployment team is responsible for testing and implementing the 

Active Directory logical structure design. This involves the following tasks: 

¶ Establishing a test environment that sufficiently emulates the production environment 

¶ Testing the design by implementing the proposed forest and domain structure in a lab 

environment to verify that it meets the goals of each role owner 

¶ Developing and testing any migration scenarios proposed by the design in a lab environment 

¶ Making sure that each owner signs off on the testing process to ensure that the correct 

design features are being tested 

¶ Testing the deployment operation in a pilot environment 

When the design and testing tasks are complete, the deployment team performs the following 

tasks: 

¶ Creates the forests and domains according to the Active Directory logical structure design 

¶ Creates the sites and site link objects as needed based on the site topology design 

¶ Ensures that the DNS infrastructure is configured to support AD DS and that any new 

namespaces are integrated into the existing namespace of the organization 

The Active Directory deployment team includes the following members: 

¶ Forest owner 

¶ DNS for AD DS owner 

¶ Site topology owner 

¶ OU owners 

The deployment team works with the service and data administrators during the deployment 

phase to ensure that members of the operations team are familiar with the new design. This helps 

to ensure a smooth transition of ownership when the deployment operation is completed. At the 

completion of the deployment process, the responsibility for maintaining the new Active Directory 

environment passes to the operations team. 
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Documenting the design and deployment teams  

Document the names and contact information for the people who will participate in the design and 

deployment of AD DS. Identify who will be responsible for each role on the design and 

deployment teams. Initially, this list includes the potential forest owners, the project manager, and 

the project architect. When you determine the number of forests that you will deploy, you might 

need to create new design teams for additional forests. Note that you will need to update your 

documentation as team memberships change and as you identify the various Active Directory 

owners during the design process. For a worksheet to assist you in documenting the design and 

deployment teams for each forest, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Design and Deployment Team Information" (DSSLOGI_1.doc). 

Creating a Forest Design  

Creating a forest design involves first identifying the groups within your organization that have the 

resources available to host an Active Directory forest and then defining your forest design 

requirements. Finally, you need to determine the number of forests that you require to meet the 

needs of your organization.  

After you map all your design requirements to forest models and select the forest model that 

meets the needs of your organization, document the proposed forest design. Include in your 

documentation the name of the group for which the forest is designed, the contact information for 

the forest owner, the type of forest for each forest that you include, and the requirements that 

each forest is designed to meet. This documentation will help the design team both to ensure that 

all the appropriate people are involved in the design process and to clarify the scope of the 

deployment project. 

For a worksheet to assist you in documenting the proposed forest design, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Forest Design" (DSSLOGI_3.doc). 

In this section  
¶ Identifying Forest Design Requirements 

¶ Determining the Number of Forests Required 

Identifying Forest Design Requirements  

To create a forest design for your organization, you must identify the business requirements that 

your directory structure needs to accommodate. This involves determining how much autonomy 

http://go.microsoft.com/fwlink/?LinkID=102558
http://go.microsoft.com/fwlink/?LinkID=102558
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the groups in your organization need to manage their network resources and whether or not each 

group needs to isolate their resources on the network from other groups. 

Active Directory Domain Services (AD DS) enables you to design a directory infrastructure that 

accommodates multiple groups within an organization that have unique management 

requirements and to achieve structural and operational independence between groups as 

needed. 

Groups in your organization might have some of the following types of requirements: 

¶ Organizational structure requirements . Parts of an organization might participate in a 

shared infrastructure to save costs but require the ability to operate independently from the 

rest of the organization. For example, a research group within a large organization might 

need to maintain control over all of their own research data. 

¶ Operational requirements . One part of an organization might place unique constraints on 

the directory service configuration, availability, or security, or use applications that place 

unique constraints on the directory. For example, individual business units within an 

organization might deploy directory-enabled applications that modify the directory schema 

that are not deployed by other business units. Because the directory schema is shared 

between all the domains in the forest, creating multiple forests is one solution for such a 

scenario. Other examples are found in the following organizations and scenarios:  

¶ Military organizations 

¶ Hosting scenarios 

¶ Organizations that maintain a directory that is available both internally and externally 

(such as those that are publicly accessible by users on the Internet) 

¶ Legal requirements . Some organizations have legal requirements to operate in a specific 

way, for example, restricting access to certain information as specified in a business contract. 

Some organizations have security requirements to operate on isolated internal networks. 

Failure to meet these requirements can result in loss of the contract and possibly legal action.  

Part of identifying your forest design requirements involves identifying the degree to which groups 

in your organization can trust the potential forest owners and their service administrators and 

identifying the autonomy and isolation requirements for each group in your organization. 

The design team must document the isolation and autonomy requirements for service and data 

administration for each group in the organization that intends to use AD DS. The team must also 

note any areas of limited connectivity that might affect the deployment of AD DS. 

The design team must document the isolation and autonomy requirements for service and data 

administration for each group in the organization that intends to use AD DS. The team must also 

note any areas of limited connectivity that might affect the deployment of AD DS. For a worksheet 

to assist you in documenting the regions you identified, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Forest Design Requirements" (DSSLOGI_2.doc). 

http://go.microsoft.com/fwlink/?LinkID=102558
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In this section  
¶ Service Administrator Scope of Authority 

¶ Autonomy vs. Isolation 

Service Administrator Scope of Authority  

If you choose to participate in an Active Directory forest, you must trust the forest owner and the 

service administrators. The forest owners are responsible for selecting and managing the service 

administrators; therefore, when you trust a forest owner, you also trust the service administrators 

that the forest owner manages. These service administrators have access to all of the resources 

in the forest. Before making the decision to participate in a forest, it is important to understand 

that the forest owner and the service administrators will have full access to your data. You cannot 

prevent this access. 

All service administrators in a forest have full control over all data and services on all computers 

in the forest. Service administrators have the capability to do the following: 

¶ Correct errors on access control lists (ACLs) of objects. This enables the service 

administrator to read, modify, or delete objects regardless of the ACLs that are set on those 

objects. 

¶ Modify the system software on a domain controller to bypass normal security checks. This 

enables the service administrator to view or manipulate any object in the domain, regardless 

of the ACL on the object. 

¶ Use the Restricted Groups security policy to grant to any user or group administrative access 

to any computer joined to the domain. In this way, service administrators can obtain control of 

any computer joined to the domain regardless of the intentions of the computer owner. 

¶ Reset passwords or change group memberships for users. 

¶ Gain access to other domains in the forest by modifying the system software on a domain 

controller. Service administrators can affect the operation of any domain in the forest, view or 

manipulate forest configuration data, view or manipulate data stored in any domain, and view 

or manipulate data stored on any computer joined to the forest. 

For this reason, groups that store data in organizational units (OUs) in the forest and that join 

computers to a forest must trust the service administrators. For a group to join a forest, it must 

choose to trust all service administrators in the forest. This involves ensuring that: 

¶ The forest owner can be trusted to act in the interests of the group and does not have reason 

to act maliciously against the group. 

¶ The forest owner appropriately restricts physical access to domain controllers. Domain 

controllers within a forest cannot be isolated from one another. It is possible for an attacker 

who has physical access to a single domain controller to make offline changes to the 

directory database and, by doing so, interfere with the operation of any domain in the forest, 

view or manipulate data stored anywhere in the forest, and view or manipulate data stored on 
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any computer joined to the forest. For this reason, physical access to domain controllers must 

be restricted to trusted personnel. 

¶ You understand and accept the potential risk that trusted service administrators can be 

coerced into compromising the security of the system. 

Some groups might determine that the collaborative and cost-saving benefits of participating in a 

shared infrastructure outweigh the risks that service administrators will misuse or will be coerced 

into misusing their authority. These groups can share a forest and use OUs to delegate authority. 

However, other groups might not accept this risk because the consequences of a compromise in 

security are too severe. These groups require separate forests. 

Autonomy vs. Isolation  

You can design your Active Directory logical structure to achieve either of the following: 

¶ Autonomy . Involves independent but not exclusive control of a resource. When you achieve 

autonomy, administrators have the authority to manage resources independently; however, 

administrators with greater authority exist who also have control over those resources and 

can take control away if necessary. You can design your Active Directory logical structure to 

achieve the following types of autonomy:  

¶ Service autonomy . This type of autonomy involves control over all or part of service 

management. 

¶ Data autonomy . This type of autonomy involves control over all or part of the data stored 

in the directory or on member computers joined to the directory. 

¶ Isolation . Involves independent and exclusive control of a resource. When you achieve 

isolation, administrators have the authority to manage a resource independently, and no 

other administrator can take away control of the resource. You can design your 

Active Directory logical structure to achieve the following types of isolation:  

¶ Service isolation . Prevents administrators (other than those administrators who are 

specifically designated to control service management) from controlling or interfering with 

service management. 

¶ Data isolation . Prevents administrators (other than those administrators who are 

specifically designated to control or view data) from controlling or viewing a subset of 

data in the directory or on member computers joined to the directory. 

Administrators who require only autonomy accept that other administrators who have equal or 

greater administrative authority have equal or greater control over service or data management. 

Administrators who require isolation have exclusive control over service or data management. 

Creating a design to achieve autonomy is generally less expensive than creating a design to 

achieve isolation. 

In Active Directory Domain Services (AD DS), administrators can delegate both service 

administration and data administration to achieve either autonomy or isolation between 

organizations. The combination of service management, data management, autonomy, and 
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isolation requirements of an organization impact the Active Directory containers that are used to 

delegate administration. 

Isolation and autonomy requirements  
The number of forests that you need to deploy is based on the autonomy and isolation 

requirements of each group within your organization. To identify your forest design requirements, 

you must identify the autonomy and isolation requirements for all groups in your organization. 

Specifically, you must identify the need for data isolation, data autonomy, service isolation, and 

service autonomy. You must also identify areas of limited connectivity in your organization. 

Data isolation  

Data isolation involves exclusive control over data by the group or organization that owns the 

data. It is important to note that service administrators have the ability to take control of a 

resource away from data administrators. And data administrators do not have the ability to 

prevent service administrators from accessing the resources that they control. Therefore, you 

cannot achieve data isolation when another group within the organization is responsible for 

service administration. If a group requires data isolation, that group must also assume 

responsibility for service administration. 

Because data stored in AD DS and on computers joined to AD DS cannot be isolated from 

service administrators, the only way for a group within an organization to achieve complete data 

isolation is to create a separate forest for that data. Organizations for which the consequences of 

an attack by malicious software or by a coerced service administrator are substantial might 

choose to create a separate forest to achieve data isolation. Legal requirements typically create a 

need for this type of data isolation. For example: 

¶ A financial institution is required by law to limit access to data that belongs to clients in a 

particular jurisdiction to users, computers, and administrators located in that jurisdiction. 

Although the institution trusts service administrators that work outside the protected area, if 

the access limitation is violated, the institution will no longer be able to do business in that 

jurisdiction. Therefore, the financial institution must isolate data from service administrators 

outside that jurisdiction. Note that encryption is not always an alternative to this solution. 

Encryption might not protect data from service administrators. 

¶ A defense contractor is required by law to limit access to project data to a specified set of 

users. Although the contractor trusts service administrators who control computer systems 

related to other projects, a violation of this access limitation will cause the contractor to lose 

business. 

Note  

If you have a data isolation requirement, you must decide if you need to isolate your 

data from service administrators or from data administrators and ordinary users. If 

your isolation requirement is based on isolation from data administrators and ordinary 

users, you can use access control lists (ACLs) to isolate the data. For the purposes 
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of this design process, isolation from data administrators and ordinary users is not 

considered a data isolation requirement. 

Data autonomy  

Data autonomy involves the ability of a group or organization to manage its own data, including 

making administrative decisions about the data and performing any required administrative tasks 

without the need for approval from another authority. 

Data autonomy does not prevent service administrators in the forest from accessing the data. For 

example, a research group within a large organization might want to be able to manage their 

project-specific data themselves but not need to secure the data from other administrators in the 

forest. 

Service isolation  

Service isolation involves exclusive control of the Active Directory infrastructure. Groups that 

require service isolation require that no administrator outside of the group can interfere with the 

operation of the directory service. 

Operational or legal requirements typically create a need for service isolation. For example: 

¶ A manufacturing company has a critical application that controls equipment on the factory 

floor. Interruptions in the service on other parts of the network of the organization cannot be 

allowed to interfere with the operation of the factory floor. 

¶ A hosting company provides service to multiple clients. Each client requires service isolation 

so that any service interruption that affects one client does not affect the other clients. 

Service autonomy  

Service autonomy involves the ability to manage the infrastructure without a requirement for 

exclusive control; for example, when a group wants to make changes to the infrastructure (such 

as adding or removing domains, modifying the Domain Name System (DNS) namespace, or 

modifying the schema) without the approval of the forest owner. 

Service autonomy might be required within an organization for a group that wants to be able to 

control the service level of AD DS (by adding and removing domain controllers, as needed) or for 

a group that needs to be able to install directory-enabled applications that require schema 

extensions. 

Limited connectivity  
If a group within your organization owns networks that are separated by devices that restrict or 

limit connectivity between networks (such as firewalls and Network Address Translation (NAT) 

devices), this can impact your forest design. When you identify your forest design requirements, 

be sure to note the locations where you have limited network connectivity. This information is 

required to enable you to make decisions regarding the forest design. 
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Determining the Number of Forests Required  

To determine the number of forests that you must deploy, you need to carefully identify and 

evaluate the isolation and autonomy requirements for each group in your organization and map 

those requirements to the appropriate forest design models. 

When determining the number of forests to deploy for your organization, consider the following: 

¶ Isolation requirements limit your design choices. Therefore, if you identify isolation 

requirements, make sure that the groups actually require data isolation and that data 

autonomy is not sufficient for their needs. Ensure that the various groups in your organization 

clearly understand the concepts of isolation and autonomy. 

¶ Negotiating the design can be a lengthy process. It can be difficult for groups to come to an 

agreement about ownership and uses for available resources. Make sure that you allow 

enough time for the groups in your organization to conduct adequate research to identify their 

needs. Set firm deadlines for design decisions and get consensus from all parties on the 

established deadlines. 

¶ Determining the number of forests to deploy involves balancing costs against benefits. A 

single-forest model is the most cost-effective option and requires the least amount of 

administrative overhead. Although a group in the organization might prefer autonomous 

service operations, it might be more cost-effective for the organization to subscribe to service 

delivery from a centralized and trusted information technology (IT) group. This allows the 

group to own data management without creating the added costs of service management. 

Balancing costs against benefits might require input from the executive sponsor.  

A single forest is the easiest configuration to manage. It allows for maximum collaboration 

within the environment because: 

¶ All objects in a single forest are listed in the global catalog. Therefore, no synchronization 

across forests is required. 

¶ Management of a duplicate infrastructure is not required. 

¶ We do not recommend co-ownership of a single forest by two separate and autonomous IT 

organizations. In the future, the goals of the two IT groups might change, so that they can no 

longer accept shared control. 

¶ We do not recommend outsourcing service administration to more than one outside partner. 

Multinational organizations that have groups in different countries or regions might choose to 

outsource service administration to a different outside partner for each country or region. 

Because multiple outside partners cannot be isolated from one another, the actions of one 

partner can affect the service of the other, which makes it difficult to hold the partners 

accountable to their service level agreements. 

¶ Only one instance of an Active Directory domain should exist at any time. Microsoft does not 

support cloning, splitting, or copying domain controllers from one domain in an attempt to 

establish a second instance of the same domain. For more information about this limitation, 

see the following section. 
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Restructuring limitations  
When a company acquires another company, business unit, or product line, the purchasing 

company might also want to acquire corresponding IT assets from the seller. Specifically, the 

buyer might want to acquire some or all of the domain controllers that host the user accounts, 

computer accounts, and security groups that correspond to the business assets that are to be 

acquired. The only supported methods for the buyer to acquire the IT assets that are stored in the 

seller's Active Directory forest are as follows:  

1. Acquire the only instance of the forest, including all domain controllers and directory data in 

the seller's entire forest. 

2. Migrate the needed directory data from the seller's forest or domains to one or more of the 

buyer's domains. The target for such a migration might be an entirely new forest or one or 

more existing domains that are already deployed in the buyer's forest. 

This support limitation exists because: 

¶ Each domain in an Active Directory forest is assigned a unique identity during the creation of 

the forest. Copying domain controllers from an original domain to a cloned domain 

compromises the security of both the domains and the forest. Threats to the original domain 

and the cloned domain include the following:  

¶ Sharing of passwords that can be used to gain access to resources 

¶ Insight regarding privileged user accounts and groups 

¶ Mapping of IP addresses to computer names 

¶ Additions, deletions, and modifications of directory information if domain controllers in a 

cloned domain ever establish network connectivity with domain controllers from the 

original domain 

¶ Cloned domains share a common security identity; therefore, trust relationships cannot be 

established between them, even if one or both of the domains have been renamed. 

In this section  
¶ Forest Design Models 

¶ Mapping Design Requirements to Forest Design Models 

¶ Using the Organizational Domain Forest Model 

Forest Design Models  

You can apply one of the following three forest design models in your Active Directory 

environment: 

¶ Organizational forest model 

¶ Resource forest model 
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¶ Restricted access forest model 

It is likely that you will need to use a combination of these models to meet the needs of all the 

different groups in your organization. 

Organizational forest model  
In the organizational forest model, user accounts and resources are contained in the forest and 

managed independently. The organizational forest can be used to provide service autonomy, 

service isolation, or data isolation, if the forest is configured to prevent access to anyone outside 

the forest. 

If users in an organizational forest need to access resources in other forests (or the reverse), trust 

relationships can be established between one organizational forest and the other forests. This 

makes it possible for administrators to grant access to resources in the other forest. The following 

illustration shows the organizational forest model. 

 
 

Every Active Directory design includes at least one organizational forest. 

Resource forest model  
In the resource forest model, a separate forest is used to manage resources. Resource forests do 

not contain user accounts other than those required for service administration and those required 

to provide alternate access to the resources in that forest, if the user accounts in the 
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organizational forest become unavailable. Forest trusts are established so that users from other 

forests can access the resources contained in the resource forest. The following illustration 

shows the resource forest model. 

 
 

Resource forests provide service isolation that is used to protect areas of the network that need 

to maintain a state of high availability. For example, if your company includes a manufacturing 

facility that needs to continue to operate when there are problems on the rest of the network, you 

can create a separate resource forest for the manufacturing group. 

Restricted access forest model  
In the restricted access forest model, a separate forest is created to contain user accounts and 

data that must be isolated from the rest of the organization. Restricted access forests provide 

data isolation in situations where the consequences of compromising project data are severe. 

The following illustration shows a restricted access forest model. 
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Users from other forests cannot be granted access to the restricted data because no trust exists. 

In this model, users have an account in an organizational forest for access to general 

organizational resources and a separate user account in the restricted access forest for access to 

the classified data. These users must have two separate workstations, one connected to the 

organizational forest and the other connected to the restricted access forest. This protects against 

the possibility that a service administrator from one forest can gain access to a workstation in the 

restricted forest. 

In extreme cases, the restricted access forest might be maintained on a separate physical 

network. Organizations that work on classified government projects sometimes maintain 

restricted access forests on separate networks to meet security requirements. 

Mapping Design Requirements to Forest 
Design Models  

Most groups in your organization can share a single organizational forest that is managed by a 

single information technology (IT) group and that contains the user accounts and resources for all 

of the groups that share the forest. This shared forest, called the initial organizational forest, is the 

foundation of the forest design model for the organization. 
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Because the initial organizational forest can host multiple groups in the organization, the forest 

owner must establish service level agreements with each group so that all the parties understand 

what is expected of them. This protects both the individual groups and the forest owner by 

establishing agreed-on service expectations. 

If not all of the groups in your organization can share a single organizational forest, you must 

expand your forest design to accommodate the needs of the different groups. This involves 

identifying the design requirements that apply to the groups based on their needs for autonomy 

and isolation and whether or not they have a limited-connectivity network, and then identifying the 

forest model that you can use to accommodate those requirements. The following table lists 

forest design model scenarios based on the autonomy, isolation, and connectivity factors. After 

you identify the forest design scenario that best matches your requirements, determine if you 

need to make any additional decisions to meet your design specifications. 

Note  

If a factor is listed as N/A, it is not a consideration because other requirements also 

accommodate that factor. 
 

Scenario  Limited 

connectivity  

Data 

isolation  

Data 

autonomy  

Service 

isolation  

Service 

autonomy  

Scenario 1: Join 

an existing forest 

for data 

autonomy 

No No Yes No No 

Scenario 2: Use 

an organizational 

forest or domain 

for service 

autonomy 

No No N/A No Yes 

Scenario 3: Use 

an organizational 

forest or resource 

forest for service 

isolation 

No No N/A Yes N/A 

Scenario 4: Use 

an organizational 

forest or 

restricted access 

forest for data 

isolation 

N/A Yes N/A N/A N/A 

Scenario 5: Use 

an organizational 

Yes No N/A No No 
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Scenario  Limited 

connectivity  

Data 

isolation  

Data 

autonomy  

Service 

isolation  

Service 

autonomy  

forest, or 

reconfigure the 

firewall for limited 

connectivity 

Scenario 6: Use 

an organizational 

forest or domain, 

and reconfigure 

the firewall for 

service autonomy 

with limited 

connectivity 

Yes No N/A No Yes 

Scenario 7: Use 

a resource forest, 

and reconfigure 

the firewall for 

service isolation 

with limited 

connectivity 

Yes No N/A Yes N/A 

 

Scenario 1: Join an existing forest for data 
autonomy  
You can meet a requirement for data autonomy simply by hosting the group in organizational 

units (OUs) in an existing organizational forest. Delegate control over the OUs to data 

administrators from that group to achieve data autonomy. For more information about delegating 

control by using OUs, see Creating an Organizational Unit Design. 

Scenario 2: Use an organizational forest or 
domain for service autonomy  
If a group in your organization identifies service autonomy as a requirement, we recommend that 

you first reconsider this requirement. Achieving service autonomy creates more management 

overhead and additional costs for the organization. Ensure that the requirement for service 

autonomy is not simply for convenience and that you can justify the costs involved in meeting this 

requirement. 

You can meet a requirement for service autonomy by doing one of the following: 
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¶ Creating an organizational forest. Place the users, groups, and computers for the group that 

requires service autonomy into a separate organizational forest. Assign an individual from 

that group to be the forest owner. If the group needs to access or share resources with other 

forests in the organization, they can establish a trust between their organizational forest and 

the other forests. 

¶ Using organizational domains. Place the users, groups, and computers in a separate domain 

in an existing organizational forest. This model provides for domain-level service autonomy 

only and not for full service autonomy, service isolation, or data isolation.  

For more information about using organizational domains, see Using the Organizational Domain 

Forest Model. 

Scenario 3: Use an organizational forest or 
reso urce forest for service isolation  
You can meet a requirement for service isolation by doing one of the following: 

¶ Using an organizational forest. Place the users, groups, and computers for the group that 

requires service isolation into a separate organizational forest. Assign an individual from that 

group to be the forest owner. If the group needs to access or share resources with other 

forests in the organization, they can establish a trust between their organizational forest and 

the other forests. However, we don't recommend this approach because resource access 

through universal groups is heavily restricted in forest trust scenarios. 

¶ Using a resource forest. Place resources and service accounts into a separate resource 

forest, keeping user accounts in an existing organizational forest. If necessary, alternate 

accounts can be created in the resource forest to access resources in the resource forest if 

the organizational forest becomes unavailable. The alternate accounts must have the 

authority required to log on to the resource forest and maintain control of the resources until 

the organizational forest is back online.  

Establish a trust between the resource and organizational forests, so that the users can 

access the resources in the forest while using their regular user accounts. This configuration 

enables centralized management of user accounts while allowing users to fall back to 

alternate accounts in the resource forest if the organizational forest becomes unavailable. 

Considerations for service isolation include the following: 

¶ Forests created for service isolation can trust domains from other forests but must not include 

users from other forests in their service administrators groups. If users from other forests are 

included in administrative groups in the isolated forest, the security of the isolated forest 

potentially can be compromised because the service administrators in the forest do not have 

exclusive control. 

¶ As long as domain controllers are accessible on a network, they are subject to attacks (such 

as denial-of-service attacks) from malicious software on that network. You can do the 

following to protect against the possibility of an attack:  

¶ Host domain controllers only on networks that are considered secure. 
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¶ Limit access to the network or networks hosting the domain controllers. 

¶ Service isolation requires the creation of an additional forest. Evaluate whether the cost of 

maintaining the infrastructure to support the additional forest outweighs the costs associated 

with loss of access to resources due to an organizational forest being unavailable. 

Scenario 4: Use an organizational forest or 
restricted access forest for data isolation  
You can achieve data isolation by doing one of the following: 

¶ Using an organizational forest. Place the users, groups, and computers for the group that 

requires data isolation into a separate organizational forest. Assign an individual from that 

group to be the forest owner. If the group needs to access or share resources with other 

forests in the organization, establish a trust between the organizational forest and the other 

forests. Only the users who require access to the classified information exist in the new 

organizational forest. Users have one account that they use to access both classified data in 

their own forest and unclassified data in other forests by means of trust relationships. 

¶ Using a restricted access forest. This is a separate forest that contains the restricted data and 

the user accounts that are used to access that data. Separate user accounts are maintained 

in the existing organizational forests that are used to access the unrestricted resources on 

the network. No trusts are created between the restricted access forest and other forests in 

the enterprise. You can further restrict the forest by deploying the forest on a separate 

physical network, so that it cannot connect to other forests. If you deploy the forest on a 

separate network, users must have two workstations: one for accessing the restricted forest 

and one for accessing the nonrestricted areas of the network. 

Considerations for creating forests for data isolation include the following: 

¶ Organizational forests created for data isolation can trust domains from other forests, but 

users from other forests must not be included in any of the following:  

¶ Groups responsible for service management or groups that can manage the membership 

of service administrator groups 

¶ Groups that have administrative control over computers that store protected data 

¶ Groups that have access to protected data or groups that are responsible for the 

management of user objects or group objects that have access to protected data 

If users from another forest are included in any of these groups, a compromise of the other 

forest might lead to a compromise of the isolated forest and to disclosure of protected data. 

¶ Other forests can be configured to trust the organizational forest created for data isolation so 

that users in the isolated forest can access resources in other forests. However, users from 

the isolated forest must never interactively log on to workstations in the trusting forest. The 

computer in the trusting forest can potentially be compromised by malicious software and can 

be used to capture the logon credentials of the user. 
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Note  

To prevent servers in a trusting forest from impersonating users from the isolated 

forest, and then accessing resources in the isolated forest, the forest owner can 

disable delegated authentication or use the constrained delegation feature. For more 

information about delegated authentication and constrained delegation, see 

Delegating authentication (http://go.microsoft.com/fwlink/?LinkId=106614). 

¶ You might need to establish a firewall between the organizational forest and the other forests 

in the organization to limit user access to information outside of their forest.  

¶ Although creating a separate forest enables data isolation, as long as the domain controllers 

in the isolated forest and computers that host protected information are accessible on a 

network, they are subject to attacks launched from computers on that network. Organizations 

that decide that the risk of attack is too high or that the consequence of an attack or security 

violation is too great need to limit access to the network or networks that are hosting the 

domain controllers and the computers that are hosting protected data. Limiting access can be 

done by using technologies such as firewalls and Internet Protocol security (IPsec). In 

extreme cases, organizations might choose to maintain the protected data on an independent 

network that has no physical connection to any other network in the organization.  

Note  

If any network connectivity exists between a restricted access forest and another 

network, the possibility exists for data in the restricted area to be transmitted to the 

other network. 

Scenario 5: Use an organizational forest, or 
reconfigure the firewall fo r limited connectivity  
To meet a limited connectivity requirement, you can do one of the following: 

¶ Place users into an existing organizational forest, and then open the firewall enough to allow 

Active Directory traffic to pass through.  

¶ Use an organizational forest. Place the users, groups, and computers for the group for which 

connectivity is limited into a separate organizational forest. Assign an individual from that 

group to be the forest owner. The organizational forest provides a separate environment on 

the other side of the firewall. The forest includes user accounts and resources that are 

managed within the forest, so that users do not need to go through the firewall to accomplish 

their daily tasks. Specific users or applications might have special needs that require the 

capability to pass through the firewall to contact other forests. You can address these needs 

individually by opening the appropriate interfaces in the firewall, including those necessary for 

any trusts to function.  

For more information about configuring firewalls for use with Active Directory Domain Services 

(AD DS), see Active Directory in Networks Segmented by Firewalls 

(http://go.microsoft.com/fwlink/?LinkId=37928). 

http://go.microsoft.com/fwlink/?LinkId=106614
http://go.microsoft.com/fwlink/?LinkId=37928
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Scenario 6: Use an organizational forest or 
domain, and reconfigure the firewall for service 
autonomy with limited connectivity  
If a group in your organization identifies service autonomy as a requirement, we recommend that 

you first reconsider this requirement. Achieving service autonomy creates more management 

overhead and additional costs for the organization. Ensure that the requirement for service 

autonomy is not simply for convenience and that you can justify the costs involved in meeting this 

requirement. 

If limited connectivity is an issue, and you have a requirement for service autonomy, you can do 

one of the following: 

¶ Use an organizational forest. Place the users, groups, and computers for the group that 

requires service autonomy into a separate organizational forest. Assign an individual from 

that group to be the forest owner. The organizational forest provides a separate environment 

on the other side of the firewall. The forest includes user accounts and resources that are 

managed within the forest, so that users do not need to go through the firewall to accomplish 

their daily tasks. Specific users or applications might have special needs that require the 

capability to pass through the firewall to contact other forests. You can address these needs 

individually by opening the appropriate interfaces in the firewall, including those necessary for 

any trusts to function. 

¶ Place the users, groups, and computers in a separate domain in an existing organizational 

forest. This model provides for domain-level service autonomy only and not for full service 

autonomy, service isolation, or data isolation. Other groups in the forest must trust the service 

administrators of the new domain to the same degree that they trust the forest owner. For this 

reason, we don't recommend this approach. For more information about using organizational 

domains, see Using the Organizational Domain Forest Model. 

You also need to open the firewall enough to allow Active Directory traffic to pass through. For 

more information about configuring firewalls for use with AD DS, see Active Directory in Networks 

Segmented by Firewalls (http://go.microsoft.com/fwlink/?LinkId=37928). 

Scenar io 7: Use a resource forest, and 
reconfigure the firewall for service isolation with 
limited connectivity  
If limited connectivity is an issue, and you have a requirement for service isolation, you can do 

one of the following: 

¶ Use an organizational forest. Place the users, groups, and computers for the group that 

requires service isolation into a separate organizational forest. Assign an individual from that 

group to be the forest owner. The organizational forest provides a separate environment on 

the other side of the firewall. The forest includes user accounts and resources that are 

managed within the forest, so that users do not need to go through the firewall to accomplish 

http://go.microsoft.com/fwlink/?LinkId=37928
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their daily tasks. Specific users or applications might have special needs that require the 

capability to pass through the firewall to contact other forests. You can address these needs 

individually by opening the appropriate interfaces in the firewall, including those necessary for 

any trusts to function.  

¶ Use a resource forest. Place resources and service accounts into a separate resource forest, 

keeping user accounts in an existing organizational forest. It might be necessary to create 

some alternate user accounts in the resource forest to maintain access to the resource forest 

if the organizational forest becomes unavailable. The alternate accounts must have the 

authority required to log on to the resource forest and maintain control of the resources until 

the organizational forest is back online.  

Establish a trust between the resource and organizational forests, so that the users can 

access the resources in the forest while using their regular user accounts. This configuration 

enables centralized management of user accounts while allowing users to fall back to 

alternate accounts in the resource forest if the organizational forest becomes unavailable. 

Considerations for service isolation include the following: 

¶ Forests created for service isolation can trust domains from other forests but must not include 

users from other forests in their service administrators groups. If users from other forests are 

included in administrative groups in the isolated forest, the security of the isolated forest 

potentially can be compromised because the service administrators in the forest do not have 

exclusive control. 

¶ As long as domain controllers are accessible on a network, they are subject to attacks (such 

as denial-of-service attacks) from computers on that network. You can do the following to 

protect against the possibility of an attack:  

¶ Host domain controllers only on networks that are considered secure. 

¶ Limit access to the network or networks hosting the domain controllers. 

¶ Service isolation requires the creation of an additional forest. Evaluate whether the cost of 

maintaining the infrastructure to support the additional forest outweighs the costs associated 

with loss of access to resources due to an organizational forest being unavailable.  

Specific users or applications might have special needs that require the capability to pass 

through the firewall to contact other forests. You can address these needs individually by 

opening the appropriate interfaces in the firewall, including those necessary for any trusts to 

function.  

For more information about configuring firewalls for use with AD DS, see Active Directory in 

Networks Segmented by Firewalls (http://go.microsoft.com/fwlink/?LinkId=37928). 

http://go.microsoft.com/fwlink/?LinkId=37928
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Using the Organizational Domain Forest 
Model  

In the organizational domain forest model, several autonomous groups each own a domain within 

a forest. Each group controls domain-level service administration, which enables them to manage 

certain aspects of service management autonomously while the forest owner controls forest-level 

service management. 

The following illustration shows an organizational domain forest model. 

 
 

Domain -level service autonomy  
The organizational domain forest model enables the delegation of authority for domain-level 

service management. The following table lists the types of service management that can be 

controlled at the domain level. 
 

Type of service management  Associated tasks  

Management of domain controller operations ¶ Creating and removing domain controllers 

¶ Monitoring the functioning of domain 

controllers 

¶ Managing services that are running on 
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Type of service management  Associated tasks  

domain controllers 

¶ Backing up and restoring the directory 

Configuration of domain-wide settings ¶ Creating domain and domain user account 

policies, such as password, Kerberos, and 

account lockout policies 

¶ Creating and applying domain-wide Group 

Policy 

Delegation of data-level administration ¶ Creating organizational units (OUs) and 

delegating administration 

¶ Repairing problems in the OU structure that 

OU owners do not have sufficient access 

rights to fix 

Management of external trusts ¶ Establishing trust relationships with 

domains outside the forest 

 

Other types of service management, such as schema or replication topology management, are 

the responsibility of the forest owner. 

Domain owner  
In an organizational domain forest model, domain owners are responsible for domain-level 

service management tasks. Domain owners have authority over the entire domain as well as 

access to all other domains in the forest. For this reason, domain owners must be trusted 

individuals selected by the forest owner. 

Delegate domain-level service management to a domain owner, if the following conditions are 

met: 

¶ All groups participating in the forest trust the new domain owner and the service management 

practices of the new domain. 

¶ The new domain owner trusts the forest owner and all the other domain owners. 

¶ All domain owners in the forest agree that the new domain owner has service administrator 

management and selection policies and practices that are equal to or more strict than their 

own. 

¶ All domain owners in the forest agree that domain controllers managed by the new domain 

owner in the new domain are physically secure. 

Note that if a forest owner delegates domain-level service management to a domain owner, other 

groups might choose not to join that forest if they do not trust that domain owner.  

All domain owners must be aware that if any of these conditions change in the future, it might 

become necessary to move the organizational domains into a multiple forest deployment. 
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Note  

Another way to minimize security risks to a Windows Server 2008 Active Directory 

domain is to employ administrator role separation, which requires the deployment of a 

read-only domain controller (RODC) in your Active Directory infrastructure. An RODC is a 

new type of domain controller in the Windows Server 2008 operating system that hosts 

read-only partitions of the Active Directory database. Before the release of Windows 

Server 2008, any server maintenance work on a domain controller had to be performed 

by a domain administrator. In Windows Server 2008, you can delegate local 

administrative permissions for an RODC to any domain user without granting that user 

any administrative rights for the domain or other domain controllers. This permits the 

delegated user to log on to an RODC and perform maintenance work, such as upgrading 

a driver, on the server. However, this delegated user cannot log on to any other domain 

controller or perform any other administrative task in the domain. In this way, any trusted 

user can be delegated the ability to effectively manage the RODC without compromising 

the security of the rest of the domain. For more information about RODCs, see AD DS: 

Read-Only Domain Controllers (http://go.microsoft.com/fwlink/?LinkId=106616). 

Creating a Domain Design  

The forest owner is responsible for creating a domain design for the forest. Creating a domain 

design involves examining the replication requirements and the existing capacity of your network 

infrastructure and then building a domain structure that enables Active Directory Domain Services 

(AD DS) to function in the most efficient way. Domains are used to partition the directory so that 

the information in the directory can be distributed and managed efficiently throughout the 

enterprise. The goal for your domain design is to maximize the efficiency of the Active Directory 

replication topology while ensuring that replication does not use too much available network 

bandwidth and does not interfere with the daily operation of your network. 

In this section  
¶ Reviewing the Domain Models 

¶ Determining the Number of Domains Required 

¶ Determining Whether to Upgrade Existing Domains or Deploy New Domains 

¶ Assigning Domain Names 

¶ Selecting the Forest Root Domain 

Reviewing the Domain Models  

The following factors impact the domain design model that you select: 

http://go.microsoft.com/fwlink/?LinkId=106616
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¶ Amount of available capacity on your network that you are willing to allocate to 

Active Directory Domain Services (AD DS). The goal is to select a model that provides 

efficient replication of information with minimal impact on available network bandwidth. 

¶ Number of users in your organization. If your organization includes a large number of users, 

deploying more than one domain enables you to partition your data and gives you more 

control over the amount of replication traffic that will pass through a given network 

connection. This makes it possible for you to control where data is replicated and reduce the 

load created by replication traffic on slow links in your network. 

The simplest domain design is a single domain. In a single domain design, all information is 

replicated to all of the domain controllers. If necessary, however, you can deploy additional 

regional domains. This might occur if portions of the network infrastructure are connected by slow 

links, and the forest owner wants to be sure that replication traffic does not exceed the capacity 

that has been allocated to AD DS. 

It is best to minimize the number of domains that you deploy in your forest. This reduces the 

overall complexity of the deployment and, as a result, reduces total cost of ownership. The 

following table lists the administrative costs associated with adding regional domains. 
 

Cost  Implications  

Management of multiple service administrator 

groups 

Each domain has its own service administrator 

groups that need to be managed 

independently. The membership of these 

service administrator groups must be carefully 

controlled. 

Maintaining consistency among Group Policy 

settings that are common to multiple domains 

Group Policy settings that need to be applied 

forest-wide must be applied separately to each 

individual domain in the forest. 

Maintaining consistency among access control 

and auditing settings that are common to 

multiple domains 

Access control and auditing settings that need 

to be applied across the forest must be applied 

separately to each individual domain in the 

forest. 

Increased likelihood of objects moving between 

domains 

The greater the number of domains, the greater 

the likelihood that users will need to move from 

one domain to another. This move can 

potentially impact end users. 

 

Note  

Windows Server 2008 fine-grained password and account lockout policies can also 

impact the domain design model that you select. Before this release of Windows 

Server 2008, you could apply only one password and account lockout policy, which is 

specified in the domain Default Domain Policy, to all users in the domain. As a result, if 



 

 
55 

you wanted different password and account lockout settings for different sets of users, 

you had to either create a password filter or deploy multiple domains. You can now use 

fine-grained password policies to specify multiple password policies and to apply different 

password restrictions and account lockout policies to different sets of users within a 

single domain. For more information about fine-grained password and account lockout 

policies, see the Step-by-Step Guide for Fine-Grained Password and Account Lockout 

Policy Configuration (http://go.microsoft.com/fwlink/?LinkID=91477). 

Single domain model  
A single domain model is the easiest to administer and the least expensive to maintain. It consists 

of a forest that contains a single domain. This domain is the forest root domain, and it contains all 

of the user and group accounts in the forest. 

A single domain forest model reduces administrative complexity by providing the following 

advantages: 

¶ Any domain controller can authenticate any user in the forest. 

¶ All domain controllers can be global catalogs, so you do not need to plan for global catalog 

server placement. 

In a single domain forest, all directory data is replicated to all geographic locations that host 

domain controllers. While this model is the easiest to manage, it also creates the most replication 

traffic of the two domain models. Partitioning the directory into multiple domains limits the 

replication of objects to specific geographic regions but results in more administrative overhead. 

Regional domain model  
All object data within a domain is replicated to all domain controllers in that domain. For this 

reason, if your forest includes a large number of users that are distributed across different 

geographic locations connected by a wide area network (WAN), you might need to deploy 

regional domains to reduce replication traffic over the WAN links. Geographically based regional 

domains can be organized according to network WAN connectivity. 

The regional domain model enables you to maintain a stable environment over time. Base the 

regions used to define domains in your model on stable elements, such as continental 

boundaries. Domains based on other factors, such as groups within the organization, can change 

frequently and might require you to restructure your environment. 

The regional domain model consists of a forest root domain and one or more regional domains. 

Creating a regional domain model design involves identifying what domain is the forest root 

domain and determining the number of additional domains that are required to meet your 

replication requirements. If your organization includes groups that require data isolation or service 

isolation from other groups in the organization, create a separate forest for these groups. 

Domains do not provide data isolation or service isolation. 

http://go.microsoft.com/fwlink/?LinkID=91477
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Determining the Number of Domains 
Required  

Every forest starts with a single domain. The maximum number of users that a single domain 

forest can contain is based on the slowest link that must accommodate replication between 

domain controllers and the available bandwidth that you want to allocate to Active Directory 

Domain Services (AD DS). The following table lists the maximum recommended number of users 

that a domain can contain based on a single domain forest, the speed of the slowest link, and the 

percentage of bandwidth that you want to reserve for replication. This information applies to 

forests that contain a maximum of 100,000 users and that have a connectivity of 28.8 kilobits per 

second (Kbps) or higher. For recommendations that apply to forests that contain more than 

100,000 users or connectivity of less than 28.8 Kbps, consult an experienced Active Directory 

designer. The values in the following table are based on the replication traffic generated in an 

environment that has the following characteristics: 

¶ New users join the forest at a rate of 20 percent per year. 

¶ Users leave the forest at a rate of 15 percent per year. 

¶ Each user is a member of five global groups and five universal groups. 

¶ The ratio of users to computers is 1:1. 

¶ Active Directoryïintegrated Domain Name System (DNS) is used. 

¶ DNS scavenging is used.  

Note  

The figures listed in the following table are approximations. The quantity of replication 

traffic depends largely on the number of changes made to the directory in a given amount 

of time. Confirm that your network can accommodate your replication traffic by testing the 

estimated quantity and rate of changes on your design in a lab before deploying your 

domains. 
 

Slowest link connecting 

a domain controller 

(Kbps)  

Maximum number of 

users if 1 -percent 

bandwidth is available  

Maximum number of 

users if 5 -percent 

bandwidth is available  

Maximum number of 

users if 10 -percent 

bandwidth is available  

28.8 10,000 25,000 40,000 

32 10,000 25,000 50,000 

56 10,000 50,000 100,000 

64 10,000 50,000 100,000 

128 25,000 100,000 100,000 

256 50,000 100,000 100,000 
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Slowest link connecting 

a domain controller 

(Kbps)  

Maximum number of 

users if 1 -percent 

bandwidth is available  

Maximum number of 

users if 5 -percent 

bandwidth is available  

Maximum number of 

users if 10 -percent 

bandwidth is available  

512 80,000 100,000 100,000 

1,500 100,000 100,000 100,000 

 

To use this table: 

1. In the Slowest link connecting a domain controller  column, locate the value that matches 

the speed of the slowest link across which AD DS will replicate in your domain. 

2. In the row that corresponds to your slowest link speed, locate the column that represents the 

percentage bandwidth you want to allocate to AD DS. The value at that location is the 

maximum number of users that the domain in a single domain forest can contain. 

If you determine that the total number of users in your forest is less than the maximum number of 

users that your domain can contain, you can use a single domain. Be sure to accommodate for 

planned future growth when you make this determination. If you determine that the total number 

of users in your forest is greater than the maximum number of users that your domain can 

contain, you need to reserve a higher percentage of bandwidth for replication, increase your link 

speed, or divide your organization into regional domains. 

Dividing the organization into regional domains  
If you cannot accommodate all of your users in a single domain, you must select the regional 

domain model. Divide your organization into regions in a way that makes sense for your 

organization and your existing network. For example, you might create regions based on 

continental boundaries. 

Note that because you need to create an Active Directory domain for each region that you 

establish, we recommend that you minimize the number of regions that you define for AD DS. 

Although it is possible to include an unlimited number of domains in a forest, for manageability we 

recommend that a forest include no more than 10 domains. You must establish the appropriate 

balance between optimizing your replication bandwidth and minimizing your administrative 

complexity when dividing your organization into regional domains. 

First, determine the maximum number of users that your forest can host. Base this on the slowest 

link in the forest across which domain controllers will replicate and the average amount of 

bandwidth you want to allocate to Active Directory replication. The following table lists the 

maximum recommended number of users that a forest can contain. This is based on the speed of 

the slowest link and the percentage bandwidth that you want to reserve for replication. This 

information applies to forests that contain a maximum of 100,000 users and that have a 

connectivity of 28.8 Kbps or higher. The values in the following table are based on the following 

assumptions: 

¶ All domain controllers are global catalog servers. 
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¶ New users join the forest at a rate of 20 percent per year. 

¶ Users leave the forest at a rate of 15 percent per year. 

¶ Users are members of five global groups and five universal groups. 

¶ The ratio of users to computers is 1:1. 

¶ Active Directoryïintegrated DNS is used. 

¶ DNS scavenging is used. 

Note  

The figures listed in the following table are approximations. The quantity of replication 

traffic depends largely on the number of changes made to the directory in a given amount 

of time. Confirm that your network can accommodate your replication traffic by testing the 

estimated quantity and rate of changes on your design in a lab before deploying your 

domains. 
 

Slowest link connecting 

a domain controller 

(Kbps)  

Maximum number of 

users if 1 -percent 

bandwidth is available  

Maximum number of 

users if 5 -percent 

bandwidth is available  

Maximum number of 

users if 10 -percent 

bandwidth is available  

28.8 10,000 50,000 75,000 

32 10,000 50,000 75,000 

56 10,000 75,000 100,000 

64 25,000 75,000 100,000 

128 50,000 100,000 100,000 

256 75,000 100,000 100,000 

512 100,000 100,000 100,000 

1,500 100,000 100,000 100,000 

 

To use this table: 

1. In the Slowest link connecting a domain controller  column, locate the value that matches 

the speed of the slowest link across which AD DS will replicate in your forest. 

2. In the row that corresponds to your slowest link speed, locate the column that represents the 

percentage bandwidth that you want to allocate to AD DS. The value at that location is the 

maximum number of users that your forest can host.  

If the maximum number of users that your forest can host is greater than the number of users that 

you need to host, a single forest will work for your design. If you need to host more users than the 

maximum number that you identified, you need to increase the minimum link speed, allocate a 

greater percentage of bandwidth for AD DS, or deploy additional forests. 
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If you determine that a single forest will accommodate the number of users that you need to host, 

the next step is to determine the maximum number of users that each region can support based 

on the slowest link located in that region. Divide your forest into regions that make sense to you. 

Make sure that you base your decision on something that is not likely to change. For example, 

use continents instead of sales regions. These regions will be the basis of your domain structure 

when you have identified the maximum number of users. 

Determine the number of users that need to be hosted in each region, and then verify that they do 

not exceed the maximum allowed based on the slowest link speed and the bandwidth allocated to 

AD DS in that region. The following table lists the maximum recommended number of users that 

a regional domain can contain. It is based on the speed of the slowest link and the percentage of 

bandwidth you want to reserve for replication. This information applies to forests that contain a 

maximum of 100,000 users and that have a connectivity of 28.8 Kbps or higher. The values in the 

following table are based on the following assumptions: 

¶ All domain controllers are global catalog servers. 

¶ New users join the forest at a rate of 20 percent per year. 

¶ Users leave the forest at a rate of 15 percent per year. 

¶ Users are members of five global groups and five universal groups. 

¶ The ratio of users to computers is 1:1. 

¶ Active Directoryïintegrated DNS is used. 

¶ DNS scavenging is used. 

Note  

The figures listed in the following table are approximations. The quantity of replication 

traffic depends largely on the number of changes made to the directory in a given amount 

of time. Confirm that your network can accommodate your replication traffic by testing the 

estimated quantity and rate of changes on your design in a lab before deploying your 

domains. 
 

Slowest link connecting 

a domain controller 

(Kbps)  

Maximum number of 

users if 1 -percent 

bandwidth is available  

Maximum number of 

users if 5 -percent 

bandwidth is available  

Maximum number of 

users if 10 -percent 

bandwidth is available  

28.8 10,000 18,000 40,000 

32 10,000 20,000 50,000 

56 10,000 40,000 100,000 

64 10,000 50,000 100,000 

128 15,000 100,000 100,000 

256 30,000 100,000 100,000 

512 80,000 100,000 100,000 
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Slowest link connecting 

a domain controller 

(Kbps)  

Maximum number of 

users if 1 -percent 

bandwidth is available  

Maximum number of 

users if 5 -percent 

bandwidth is available  

Maximum number of 

users if 10 -percent 

bandwidth is available  

1,500 100,000 100,000 100,000 

 

To use this table: 

1. In the Slowest link connecting a domain controller  column, locate the value that matches 

the speed of the slowest link across which AD DS will replicate in your region. 

2. In the row that corresponds to your slowest link speed, locate the column that represents the 

percentage bandwidth that you want to allocate to AD DS. That value represents the 

maximum number of users that the region can host. 

Evaluate each proposed region and determine if the maximum number of users in each region is 

less than the recommended maximum number of users that a domain can contain. If you 

determine that the region can host the number of users that you require, you can create a domain 

for that region. If you determine that you cannot host that many users, consider dividing your 

design into smaller regions and recalculating the maximum number of users that can be hosted in 

each region. The other alternatives are to allocate more bandwidth or increase your link speed. 

Although the total number of users that you can put in a domain in a multidomain forest is smaller 

than the number of users in the domain in a single domain forest, the overall number of users in 

the multidomain forest can be higher. The smaller number of users per domain in a multidomain 

forest accommodates the additional replication overhead created by maintaining the global 

catalog in that environment. For recommendations that apply to forests that contain more than 

100,000 users or connectivity of less than 28.8 Kbps, consult an experienced Active Directory 

designer. 

Documenting the regions identified  
After you divide your organization into regional domains, document the regions that you want 

represented and the number of users that will exist in each region. In addition, note the speed of 

the slowest links in each region that you will use for Active Directory replication. This information 

is used to determine if additional domains or forests are required. 

For a worksheet to assist you in documenting the regions you identified, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Identifying Regions" (DSSLOGI_4.doc). 

http://go.microsoft.com/fwlink/?LinkID=102558
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Determining Whether to Upgrade Existing 
Domains or Deploy New Domains  

Each domain in your design will either be a new domain or an existing upgraded domain. Users 

from existing domains that you do not upgrade must be moved into new domains. 

Moving accounts between domains can impact end users. Before deciding whether to move 

users into a new domain or to upgrade existing domains, evaluate the long-term administrative 

benefits of a new AD DS domain against the cost of moving users into the domain. 

For more information about upgrading Active Directory domains to Windows Server 2008, see 

Upgrading Active Directory Domains to Windows Server 2008 AD DS Domains [LH] . 

For more information about restructuring AD DS domains within and between forests, see 

Active Directory Migration Tool version 3.1 Migration Guide 

(http://go.microsoft.com/fwlink/?LinkId=93678). 

For a worksheet to assist you in documenting your plans for new and upgraded domains, 

download Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job 

Aids for Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) 

and open "Domain Planning" (DSSLOGI_5.doc). 

Assigning Domain Names  

You must assign a name to every domain in your plan. Active Directory Domain Services 

(AD DS) domains have two types of names: Domain Name System (DNS) names and NetBIOS 

names. In general, both names are visible to end users. The DNS names of Active Directory 

domains include two parts, a prefix and a suffix. When creating domain names, first determine the 

DNS prefix. This is the first label in the DNS name of the domain. The suffix is determined when 

you select the name of the forest root domain. The following table lists the prefix naming rules for 

DNS names. 
 

Rule  Explanation  

Select a prefix that is not likely to become 

outdated. 

Avoid names such as a product line or 

operating system that might change in the 

future. We recommend using geographical 

names. 

Select a prefix that includes Internet standard 

characters only. 

A-Z, a-z, 0-9, and (-), but not entirely numerical. 

Include 15 characters or less in the prefix. If you choose a prefix length of 15 characters or 

less, the NetBIOS name is the same as the 

prefix. 

http://go.microsoft.com/fwlink/?LinkId=93678
http://go.microsoft.com/fwlink/?LinkID=102558
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For more information, see Naming conventions in Active Directory for computers, domains, sites, 

and OUs (http://go.microsoft.com/fwlink/?LinkId=106629). 

Note  

We do not recommend that you use Active Directory domains that have single-label DNS 

names. For more information, see article 300684 in the Microsoft Knowledge Base 

(http://go.microsoft.com/fwlink/?LinkID=106631). 

If the current NetBIOS name of the domain is inappropriate to represent the region or fails to 

satisfy the prefix naming rules, select a new prefix. In this case, the NetBIOS name of the domain 

is different from the DNS prefix of the domain. 

For each new domain that you deploy, select a prefix that is appropriate for the region and that 

satisfies prefix naming rules. We recommend that the NetBIOS name of the domain be the same 

as the DNS prefix. 

Document the DNS prefix and NetBIOS names that you select for each domain in your forest. 

You can add the DNS and NetBIOS name information to the "Domain Planning" worksheet that 

you created to document your plan for new and upgraded domains. To open it, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Domain Planning" (DSSLOGI_5.doc). 

Selecting the Forest Root Domain  

The first domain that you deploy in an Active Directory forest is called the forest root domain. This 

domain remains the forest root domain for the life cycle of the AD DS deployment. 

The forest root domain contains the Enterprise Admins and Schema Admins groups. These 

service administrator groups are used to manage forest-level operations such as the addition and 

removal of domains and the implementation of changes to the schema. 

Selecting the forest root domain involves determining if one of the Active Directory domains in 

your domain design can function as the forest root domain or if you need to deploy a dedicated 

forest root domain. 

For information about deploying a forest root domain, see Deploying a Windows Server 2008 

Forest Root Domain [LH] . 

Choosing a regional or dedicated forest root 
domain  
If you are applying a single domain model, the single domain functions as the forest root domain. 

If you are applying a multiple domain model, you can choose to deploy a dedicated forest root 

domain or select a regional domain to function as the forest root domain. 

http://go.microsoft.com/fwlink/?LinkId=106629
http://go.microsoft.com/fwlink/?LinkID=106631
http://go.microsoft.com/fwlink/?LinkID=102558
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Dedicated forest root domain  

A dedicated forest root domain is a domain that is created specifically to function as the forest 

root. It does not contain any user accounts other than the service administrator accounts for the 

forest root domain. Also, it does not represent any geographical region in your domain structure. 

All other domains in the forest are children of the dedicated forest root domain. 

Using a dedicated forest root provides the following advantages: 

¶ Operational separation of forest service administrators from domain service administrators. In 

a single domain environment, members of the Domain Admins and built-in Administrators 

groups can use standard tools and procedures to make themselves members of the 

Enterprise Admins and Schema Admins groups. In a forest that uses a dedicated forest root 

domain, members of the Domain Admins and built-in Administrators groups in the regional 

domains cannot make themselves members of the forest-level service administrator groups 

by using standard tools and procedures.  

¶ Protection from operational changes in other domains. A dedicated forest root domain does 

not represent a particular geographical region in your domain structure. For this reason, it is 

not affected by reorganizations or other changes that result in the renaming or restructuring 

of domains. 

¶ Serves as a neutral root so that no country or region appears to be subordinate to another 

region. Some organizations might prefer to avoid the appearance that one country or region 

is subordinate to another country or region in the namespace. When you use a dedicated 

forest root domain, all regional domains can be peers in the domain hierarchy. 

In a multiple-regional-domain environment in which a dedicated forest root is used, the replication 

of the forest root domain has minimal impact on the network infrastructure. This is because the 

forest root only hosts the service administrator accounts. The majority of the user accounts in the 

forest and other domain-specific data are stored in the regional domains. 

One disadvantage to using a dedicated forest root domain is that it creates additional 

management overhead to support the additional domain.  

Regional domain as a forest root domain  

If you choose not to deploy a dedicated forest root domain, you must select a regional domain to 

function as the forest root domain. This domain is the parent domain of all of the other regional 

domains and will be the first domain that you deploy. The forest root domain contains user 

accounts and is managed in the same way that the other regional domains are managed. The 

primary difference is that it also includes the Enterprise Admins and Schema Admins groups.  

The advantage of selecting a regional domain to function as the forest root domain is that it does 

not create the additional management overhead that maintaining an additional domain creates. 

Select an appropriate regional domain to be the forest root, such as the domain that represents 

your headquarters or the region that has the fastest network connections. If it is difficult for your 

organization to select a regional domain to be the forest root domain, you can choose to use a 

dedicated forest root model instead. 



 

 
64 

Assigning the forest root domain name  
The forest root domain name is also the name of the forest. The forest root name is a Domain 

Name System (DNS) name that consists of a prefix and a suffix in the form of prefix.suffix. For 

example, an organization might have the forest root name corp.contoso.com. In this example, 

corp is the prefix and contoso.com is the suffix. 

Select the suffix from a list of existing names on your network. For the prefix, select a new name 

that has not been used on your network previously. By attaching a new prefix to an existing suffix, 

you create a unique namespace. Creating a new namespace for Active Directory Domain 

Services (AD DS) ensures that any existing DNS infrastructure does not need to be modified to 

accommodate AD DS. 

Selecting a suffix  

To select a suffix for the forest root domain: 

1. Contact the DNS owner for the organization for a list of registered DNS suffixes that are in 

use on the network that will host AD DS. Note that the suffixes used on the internal network 

might be different than the suffixes used externally. For example, an organization might use 

contosopharma.com on the Internet and contoso.com on the internal corporate network. 

2. Consult the DNS owner to select a suffix for use with AD DS. If no suitable suffixes exist, 

register a new name with an Internet naming authority. 

We recommend that you use DNS names that are registered with an Internet authority in the 

Active Directory namespace. Only registered names are guaranteed to be globally unique. If 

another organization later registers the same DNS domain name (or if your organization merges 

with, acquires, or is acquired by another company that uses the same DNS name), the two 

infrastructures cannot interact with one another. 

Caution  

Do not use single-label DNS names. For more information, see Information about 

configuring Windows for domains with single-label DNS names 

(http://go.microsoft.com/fwlink/?LinkId=106631). Also, we do not recommend using 

unregistered suffixes, such as .local. 

Selecting a prefix  

If you chose a registered suffix that is already in use on the network, select a prefix for the forest 

root domain name by using the prefix rules in the table below. Add a prefix that is not currently in 

use to create a new subordinate name. For example, if your DNS root name is contoso.com, you 

can create the Active Directory forest root domain name concorp.contoso.com if the namespace 

concorp.contoso.com is not already in use on the network. This new branch of the namespace 

will be dedicated to AD DS and can be integrated easily with the existing DNS implementation.  

If you selected a regional domain to function as a forest root domain, you might need to select a 

new prefix for the domain. Because the forest root domain name affects all of the other domain 

names in the forest, a regionally based name might not be appropriate. If you are using a new 

http://go.microsoft.com/fwlink/?LinkId=106631
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suffix that is not currently in use on the network, you can use it as the forest root domain name 

without choosing an additional prefix. 

The following table lists the rules for selecting a prefix for a registered DNS name. 
 

Rule  Explanation  

Select a prefix that is not likely to become 

outdated. 

Avoid names such as a product line or 

operating system that might change in the 

future. We recommend using generic names 

such as corp or ds. 

Select a prefix that includes Internet standard 

characters only. 

A-Z, a-z, 0-9, and (-), but not entirely numerical. 

Include 15 characters or less in the prefix. If you choose a prefix length of 15 characters or 

less, the NetBIOS name is the same as the 

prefix. 

 

It is important for the Active Directory DNS owner to work with the DNS owner for the 

organization to obtain ownership of the name that will be used for the Active Directory 

namespace. For more information about designing a DNS infrastructure to support AD DS, see 

Creating a DNS Infrastructure Design. 

Documenting the forest root domain name  
Document the DNS prefix and suffix that you select for the forest root domain. At this point, 

identify what domain will be the forest root. You can add the forest root domain name information 

to the "Domain Planning" worksheet that you created to document your plan for new and 

upgraded domains and your domain names. To open it, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Domain Planning" (DSSLOGI_5.doc). 

Creating a DNS Infrastructure Design  

After you create your Active Directory forest and domain designs, you must design a Domain 

Name System (DNS) infrastructure to support your Active Directory logical structure. DNS 

enables users to use friendly names that are easy to remember to connect to computers and 

other resources on IP networks. Active Directory Domain Services (AD DS) in Windows 

Server 2008 requires DNS.  

The process for designing DNS to support AD DS varies according to whether your organization 

already has an existing DNS Server service or you are deploying a new DNS Server service: 

http://go.microsoft.com/fwlink/?LinkID=102558
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¶ If you already have an existing DNS infrastructure, you must integrate the Active Directory 

namespace into that environment. For more information, see Integrating AD DS into an 

Existing DNS Infrastructure.  

¶ If you do not have a DNS infrastructure in place, you must design and deploy a new DNS 

infrastructure to support AD DS. For more information, see Deploying Domain Name System 

(DNS) (http://go.microsoft.com/fwlink/?LinkId=93656). 

If your organization has an existing DNS infrastructure, you must make sure that you understand 

how your DNS infrastructure will interact with the Active Directory namespace. For a worksheet to 

assist you in documenting your existing DNS infrastructure design, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"DNS Inventory" (DSSLOGI_8.doc).  

Note  

In addition to IP version 4 (IPv4) addresses, Windows Server 2008 also supports IP 

version 6 (IPv6) addresses. For a worksheet to assist you in listing the IPv6 addresses 

while documenting the recursive name resolution method of your current DNS structure, 

see Appendix A: DNS Inventory. 

Before you design your DNS infrastructure to support AD DS, it can be helpful to read about the 

DNS hierarchy, the DNS name resolution process, and how DNS supports AD DS. For more 

information about the DNS hierarchy and name resolution process, see the DNS Technical 

Reference (http://go.microsoft.com/fwlink/?LinkID=48145). For more information about how DNS 

supports AD DS, see the DNS Support for Active Directory Technical Reference 

(http://go.microsoft.com/fwlink/?LinkID=48147). 

In this section  
¶ Reviewing DNS Concepts 

¶ DNS and AD DS 

¶ Assigning the DNS for AD DS Owner Role 

¶ Integrating AD DS into an Existing DNS Infrastructure 

Reviewing DNS Concepts  

Domain Name System (DNS) is a distributed database that represents a namespace. The 

namespace contains all of the information needed for any client to look up any name. Any DNS 

server can answer queries about any name within its namespace. A DNS server answers queries 

in one of the following ways: 

¶ If the answer is in its cache, it answers the query from the cache. 

¶ If the answer is in a zone hosted by the DNS server, it answers the query from its zone. A 

zone is a portion of the DNS tree stored on a DNS server. When a DNS server hosts a zone, 

http://go.microsoft.com/fwlink/?LinkId=93656
http://go.microsoft.com/fwlink/?LinkID=102558
http://go.microsoft.com/fwlink/?LinkID=48145
http://go.microsoft.com/fwlink/?LinkID=48147
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it is authoritative for the names in that zone (that is, the DNS server can answer queries for 

any name in the zone). For example, a server hosting the zone contoso.com can answer 

queries for any name in contoso.com. 

¶ If the server cannot answer the query from its cache or zones, it queries other servers for the 

answer. 

It is important to understand the core features of DNS, such as delegation, recursive name 

resolution, and Active Directoryïintegrated DNS zones, because they have a direct impact on 

your Active Directory logical structure design. 

For more information about DNS and Active Directory Domain Services (AD DS), see DNS and 

AD DS. 

Delegation  
For a DNS server to answer queries about any name, it must have a direct or indirect path to 

every zone in the namespace. These paths are created by means of delegation. A delegation is a 

record in a parent zone that lists a name server that is authoritative for the zone in the next level 

of the hierarchy. Delegations make it possible for servers in one zone to refer clients to servers in 

other zones. The following illustration shows one example of delegation. 

 
 

The DNS root server hosts the root zone represented as a dot ( . ). The root zone contains a 

delegation to a zone in the next level of the hierarchy, the com zone. The delegation in the root 

zone tells the DNS root server that, to find the com zone, it must contact the Com server. 

Likewise, the delegation in the com zone tells the Com server that, to find the contoso.com zone, 

it must contact the Contoso server. 
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Note  

A delegation uses two types of records. The name server (NS) resource record provides 

the name of an authoritative server. Host (A) and host (AAAA) resource records provide 

IP version 4 (IPv4) and IP version 6 (IPv6) addresses of an authoritative server. 

This system of zones and delegations creates a hierarchical tree that represents the DNS 

namespace. Each zone represents a layer in the hierarchy, and each delegation represents a 

branch of the tree. 

By using the hierarchy of zones and delegations, a DNS root server can find any name in the 

DNS namespace. The root zone includes delegations that lead directly or indirectly to all other 

zones in the hierarchy. Any server that can query the DNS root server can use the information in 

the delegations to find any name in the namespace. 

Recursive name resolution  
Recursive name resolution is the process by which a DNS server uses the hierarchy of zones and 

delegations to respond to queries for which it is not authoritative. 

In some configurations, DNS servers include root hints (that is, a list of names and IP addresses) 

that enable them to query the DNS root servers. In other configurations, servers forward all 

queries that they cannot answer to another server. Forwarding and root hints are both methods 

that DNS servers can use to resolve queries for which they are not authoritative. 

Resolving names by using  root hints  

Root hints enable any DNS server to locate the DNS root servers. After a DNS server locates the 

DNS root server, it can resolve any query for that namespace. The following illustration describes 

how DNS resolves a name by using root hints. 
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In this example, the following events occur: 

1. A client sends a recursive query to a DNS server to request the IP address that corresponds 

to the name ftp.contoso.com. A recursive query indicates that the client wants a definitive 

answer to its query. The response to the recursive query must be a valid address or a 

message indicating that the address cannot be found. 

2. Because the DNS server is not authoritative for the name and does not have the answer in its 

cache, the DNS server uses root hints to find the IP address of the DNS root server. 

3. The DNS server uses an iterative query to ask the DNS root server to resolve the name 

ftp.contoso.com. An iterative query indicates that the server will accept a referral to another 

server in place of a definitive answer to the query. Because the name ftp.contoso.com ends 

with the label com, the DNS root server returns a referral to the Com server that hosts the 

com zone. 

4. The DNS server uses an iterative query to ask the Com server to resolve the name 

ftp.contoso.com. Because the name ftp.contoso.com ends with the name contoso.com, the 

Com server returns a referral to the Contoso server that hosts the contoso.com zone. 

5. The DNS server uses an iterative query to ask the Contoso server to resolve the name 

ftp.contoso.com. The Contoso server finds the answer in its zone data and then returns the 

answer to the server. 
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6. The server then returns the result to the client. 

Resolving names by using forwarding  

Forwarding enables you to route name resolution through specific servers instead of using root 

hints. The following illustration describes how DNS resolves a name by using forwarding. 

 
 

In this example, the following events occur: 

1. A client queries a DNS server for the name ftp.contoso.com. 

2. The DNS server forwards the query to another DNS server, known as a forwarder. 

3. Because the forwarder is not authoritative for the name and does not have the answer in its 

cache, it uses root hints to find the IP address of the DNS root server. 

4. The forwarder uses an iterative query to ask the DNS root server to resolve the name 

ftp.contoso.com. Because the name ftp.contoso.com ends with the name com, the DNS root 

server returns a referral to the Com server that hosts the com zone. 

5. The forwarder uses an iterative query to ask the Com server to resolve the name 

ftp.contoso.com. Because the name ftp.contoso.com ends with the name contoso.com, the 

Com server returns a referral to the Contoso server that hosts the contoso.com zone. 
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6. The forwarder uses an iterative query to ask the Contoso server to resolve the name 

ftp.contoso.com. The Contoso server finds the answer in its zone files, and then returns the 

answer to the server. 

7. The forwarder then returns the result to the original DNS server. 

8. The original DNS server then returns the result to the client. 

DNS and AD DS  

Active Directory Domain Services (AD DS) uses Domain Name System (DNS) name resolution 

services to make it possible for clients to locate domain controllers and for the domain controllers 

that host the directory service to communicate with each other. 

AD DS enables easy integration of the Active Directory namespace into an existing DNS 

namespace. Features such as Active Directoryïintegrated DNS zones make it easier for you to 

deploy DNS by eliminating the need to set up secondary zones, and then configure zone 

transfers. 

For information about how DNS supports AD DS, see the DNS Support for Active Directory 

Technical Reference (http://go.microsoft.com/fwlink/?LinkID=48147). 

Note  

If you implement a disjoint namespace in which the AD DS domain name differs from the 

primary DNS suffix that clients use, AD DS integration with DNS is more complex. For 

more information, see Disjoint Namespace. 

In this section  
¶ Domain Controller Location 

¶ Active Directory-Integrated DNS Zones 

¶ Computer Naming 

¶ Disjoint Namespace 

Domain Controller Location  

Clients use Domain Name System (DNS) to locate domain controllers to complete operations 

such as processing logon requests or searching the directory for published resources. Domain 

controllers register a variety of records in DNS to help clients and other computers locate them. 

These records are collectively referred to as the locator records. 

Domain controllers also use DNS to locate other domain controllers and to perform tasks such as 

replication. The process by which domain controllers locate other domain controllers is the same 

as the process by which clients locate domain controllers. 

http://go.microsoft.com/fwlink/?LinkID=48147
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Active Directory -Integrated DNS Zones  

Domain Name System (DNS) servers running on domain controllers can store their zones in 

Active Directory Domain Services (AD DS). In this way, it is not necessary to configure a separate 

DNS replication topology that uses ordinary DNS zone transfers because all zone data is 

replicated automatically by means of Active Directory replication. This simplifies the process of 

deploying DNS and provides the following advantages: 

¶ Multiple masters are created for DNS replication. Therefore, any domain controller in the 

domain running the DNS Server service can write updates to the Active Directoryïintegrated 

DNS zones for the domain name for which they are authoritative. A separate DNS zone 

transfer topology is not needed. 

¶ Secure dynamic updates are supported. Secure dynamic updates allow an administrator to 

control what computers update what names and prevent unauthorized computers from 

overwriting existing names in DNS. 

Active Directoryïintegrated DNS in Windows Server 2008 stores zone data in application 

directory partitions. (There are no behavioral changes from Windows Server 2003ïbased DNS 

integration with Active Directory.) The following DNS-specific application directory partitions are 

created during AD DS installation: 

¶ A forest-wide application directory partition, called ForestDnsZones 

¶ Domain-wide application directory partitions for each domain in the forest, named 

DomainDnsZones 

For more information about how AD DS stores DNS information in application partitions, see the 

DNS Technical Reference (http://go.microsoft.com/fwlink/?LinkId=106636). 

Note  

We recommend that you install DNS when you run the Active Directory Domain Services 

Installation Wizard (Dcpromo.exe). If you do this, the wizard creates the DNS zone 

delegation automatically. For more information, see Deploying a Windows Server 2008 

Forest Root Domain [LH] . 

Computer Naming  

When a computer running the Windows 2000, Windows XP, Windows Server 2003, Windows 

Server 2008, or Windows Vista® operating system joins a domain, by default the computer 

assigns itself a name. The name it assigns itself comprises the host name of the computer (that 

is, Computer Name in System Properties) and the Domain Name System (DNS) name of the 

Active Directory domain that the computer joined (that is, Primary DNS Suffix in System 

Properties). The concatenation of the host name and the DNS name of the domain is known as 

the fully qualified domain name (FQDN). For example, if a computer with host name Server1 joins 

the domain corp.contoso.com, the FQDN of the computer is server1.corp.contoso.com. 

http://go.microsoft.com/fwlink/?LinkId=106636
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If a computer already has a different DNS domain name that was statically entered into a DNS 

zone or registered by an integrated DNS/Dynamic Host Configuration Protocol (DHCP) Server 

service, the FQDN of the computer is distinct from the name that was registered previously. The 

computer can be referenced by either name. 

For more information about naming conventions in Active Directory Domain Services (AD DS), 

see Naming conventions in Active Directory for computers, domains, sites, and organizational 

units (http://go.microsoft.com/fwlink/?LinkID=106629). 

Disjoint Namespace  

A disjoint namespace occurs when one or more domain member computers have a primary 

Domain Name Service (DNS) suffix that does not match the DNS name of the Active Directory 

domain of which the computers are members. For example, a member computer that uses a 

primary DNS suffix of corp.fabrikam.com in an Active Directory domain named 

na.corp.fabrikam.com is using a disjoint namespace. 

A disjoint namespace is more complex to administer, maintain, and troubleshoot than a 

contiguous namespace. In a contiguous namespace, the primary DNS suffix matches the 

Active Directory domain name. Network applications that are written to assume that the 

Active Directory namespace is identical to the primary DNS suffix for all domain member 

computers do not function properly in a disjoint namespace. 

Support for disjoint namespaces  
Domain member computers, including domain controllers, can function in a disjoint namespace. 

Domain member computers can register their host (A) resource record and IP version 6 (IPv6) 

host (AAAA) resource record in a disjoint DNS namespace. When domain member computers 

register their resource records in this way, domain controllers continue to register global and site-

specific service (SRV) resource records in the DNS zone that is identical to the Active Directory 

domain name. 

For example, assume that a domain controller for the Active Directory domain named 

na.corp.fabrikam.com that uses a primary DNS suffix of corp.fabrikam.com registers host (A) and 

IPv6 host (AAAA) resource records in the corp.fabrikam.com DNS zone. The domain controller 

continues to register global and site-specific service (SRV) resource records in the 

_msdcs.na.corp.fabrikam.com and na.corp.fabrikam.com DNS zones, which makes service 

location possible. 

Important  

Although Windows operating systems may support a disjoint namespace, applications 

that are written to assume that the primary DNS suffix is the same as the Active Directory 

domain suffix may not function in such an environment. For this reason, you should test 

all applications and their respective operating systems carefully before you deploy a 

disjoint namespace. 

http://go.microsoft.com/fwlink/?LinkID=106629
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A disjoint namespace should work (and is supported) in the following situations: 

¶ When a forest with multiple Active Directory domains uses a single DNS namespace, which 

is also known as a DNS zone 

An example of this is a company that uses regional domains with names such as 

na.corp.fabrikam.com, sa.corp.fabrikam.com, and asia.corp.fabrikam.com and uses a single 

DNS namespace, such as corp.fabrikam.com. 

¶ When a single Active Directory domain is split into separate DNS namespaces 

An example of this is a company with an Active Directory domain of corp.contoso.com that 

uses DNS zones such as hr.corp.contoso.com, production.corp.contoso.com, and 

it.corp.contoso.com. 

A disjoint namespace does not work properly (and is not supported) in the following situations: 

¶ When domain controllers in the same domain do not use the same primary DNS suffix 

¶ When domain member certification authority (CA) servers do not use the same primary DNS 

suffix that is used by the domain controllers of the domain to which the CA servers are a 

member 

Considerations for disjoint namespaces  
The following considerations may help you decide if you should use a disjoint namespace.  

Application compatibility  

As previously mentioned, a disjoint namespace can cause problems for any applications and 

services that are written to assume that a computer primary DNS suffix is identical to the name of 

the domain name of which it is a member. Before you deploy a disjoint namespace, you must 

check applications for compatibility issues. Also, be sure to check the compatibility of all 

applications that you use when you perform your analysis. This includes applications from 

Microsoft and from other software developers. 

Advantages of disjoint namespaces  

Using a disjoint namespace can have the following advantages: 

¶ Because the primary DNS suffix of a computer can indicate different information, you can 

manage the DNS namespace separately from the Active Directory domain name.  

¶ You can separate the DNS namespace based on business structure or geographical location. 

For example, you can separate the namespace based on business unit names or physical 

location such as continent, country/region, or building. 

Disadvantages of disjoint namespaces  

Using a disjoint namespace can have the following disadvantages: 
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¶ You must create and manage separate DNS zones for each Active Directory domain in the 

forest that has member computers that use a disjoint namespace. (That is, it requires an 

additional and more complex configuration.) 

¶ You must perform manual steps to modify and manage the Active Directory attribute that 

allows domain members to use specified, primary DNS suffixes.  

¶ To optimize name resolution, you must perform manual steps to modify and maintain Group 

Policy to configure member computers with alternate primary DNS suffixes.  

Note  

The Windows Internet Name Service (WINS) could be used to offset this 

disadvantage by resolving single-label names. For more information about WINS, 

see the WINS Technical Reference (http://go.microsoft.com/fwlink/?LinkId=102303). 

¶ When your environment requires multiple primary DNS suffixes, you must configure the DNS 

suffix search order for all of the Active Directory domains in the forest appropriately.  

To set the DNS suffix search order, you can use Group Policy objects or Dynamic Host 

Configuration Protocol (DHCP) Server service parameters. You can also modify the registry. 

¶ You must carefully test all applications for compatibility issues. 

For more information about steps that you can take to address these disadvantages, see Create 

a Disjoint Namespace (http://go.microsoft.com/fwlink/?LinkId=106638).  

Planning a namespace transition  

Before you modify a namespace, review the following considerations, which apply to transitions 

from contiguous namespaces to disjoint namespaces (or the reverse): 

¶ Manually configured Service Principal Names (SPNs) may no longer match DNS names after 

a namespace change. This can cause authentication failures.  

For more information, see Service Logons Fail Due to Incorrectly Set SPNs 

(http://go.microsoft.com/fwlink/?LinkId=102304). 

¶ If you use Windows Server 2003ïbased computers with constrained delegation, those 

computers may require additional configuration to change SPNs. For more information, 

see article 936628 in the Microsoft Knowledge Base 

(http://go.microsoft.com/fwlink/?LinkId=102306). 

¶ If you want to delegate permissions to modify SPNs to subordinate administrators, see 

Delegating Authority to Modify SPNs (http://go.microsoft.com/fwlink/?LinkId=106639). 

¶ If you use Lightweight Directory Access Protocol (LDAP) over Secure Sockets Layer (SSL) 

(known as LDAPS) with a CA in a deployment that has domain controllers that are configured 

in a disjoint namespace, you must use the appropriate Active Directory domain name and 

primary DNS suffix when you configure the LDAPS certificates.  

For more information about domain controller certificate requirements, see article 321051 in 

the Microsoft Knowledge Base (http://go.microsoft.com/fwlink/?LinkId=102307). 

http://go.microsoft.com/fwlink/?LinkId=102303
http://go.microsoft.com/fwlink/?LinkId=106638
http://go.microsoft.com/fwlink/?LinkId=102304
http://go.microsoft.com/fwlink/?LinkId=102306
http://go.microsoft.com/fwlink/?LinkId=106639
http://go.microsoft.com/fwlink/?LinkId=102307
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Note  

Domain controllers that use certificates for LDAPS may require you to redeploy their 

certificates. When you do so, domain controllers may not select an appropriate 

certificate until they are restarted. For more information about LDAPS authentication 

and a related update for Windows Server 2003, see article 932834 in the Microsoft 

Knowledge Base (http://go.microsoft.com/fwlink/?LinkId=102308). 

Planning for disjoint namespace deployments  

Take the following precautions if you deploy computers in an environment that has a disjoint 

namespace: 

1. Notify all software vendors with whom you do business that they must test and support a 

disjoint namespace. Ask them to verify that they support their applications in environments 

that use disjoint namespaces. 

2. Test all versions of operating systems and applications in disjoint namespace lab 

environments. When you do, follow these recommendations: 

a. Resolve all software issues before you deploy the software into your environment.  

b. When possible, participate in beta tests of operating systems and applications that you 

plan to deploy in disjoint namespaces. 

3. Ensure that administrators and helpdesk staff are aware of the disjoint namespace and its 

impact.  

4. Create a plan that makes it possible for you to transition from a disjoint namespace to a 

contiguous namespace, if necessary.  

5. Evangelize the importance of disjoint namespace support with operating system and 

application providers. 

Assigning the DNS for AD DS Owner Role  

The forest owner assigns a Domain Name System (DNS) for Active Directory Domain Services 

(AD DS) owner for the forest. The DNS for AD DS owner of the forest is a person (or group of 

people) who is responsible for overseeing the deployment of the DNS for AD DS infrastructure 

and for making sure that (if necessary) domain names are registered with the proper Internet 

authorities. 

The DNS for AD DS owner is responsible for the DNS for AD DS design for the forest. If your 

organization is currently operating a DNS Server service, the DNS designer for the existing DNS 

Server service works with the DNS for AD DS owner to delegate the forest root DNS name to 

DNS servers running on domain controllers. 

The DNS for AD DS owner for the forest also maintains contact with the Dynamic Host 

Configuration Protocol (DHCP) group and the DNS group of the organization and coordinates the 

plans of the individual DNS owners of each domain in the forest (if any) with these groups. The 

http://go.microsoft.com/fwlink/?LinkId=102308
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DNS owner for the forest ensures that the DHCP and DNS groups are involved in the DNS for 

AD DS design process so that each group is aware of the DNS design plan and can provide input 

early. 

Integrating AD DS into an Existing DNS 
Infrastructure  

If your organization already has an existing Domain Name System (DNS) Server service, the 

DNS for Active Directory Domain Services (AD DS) owner must work with the DNS owner for 

your organization to integrate AD DS into the existing infrastructure. This involves creating a DNS 

server and DNS client configuration. 

Creating a DNS server configuration  
When integrating AD DS with an existing DNS namespace, we recommend that you do the 

following: 

¶ Install the DNS Server service on every domain controller in the forest. This provides fault 

tolerance if one of the DNS servers is unavailable. In this way, domain controllers do not 

need to rely on other DNS servers for name resolution. This also simplifies the management 

environment because all domain controllers have a uniform configuration. 

¶ Configure the Active Directory forest root domain controller to host the DNS zone for the 

Active Directory forest. 

¶ Configure the domain controllers for each regional domain to host the DNS zones that 

correspond to their Active Directory domains. 

¶ Configure the zone containing the Active Directory forest-wide locator records (that is, the 

_msdcs.forestname zone) to replicate to every DNS server in the forest by using the forest-

wide DNS application directory partition.  

Note  

When the DNS Server service is installed with the Active Directory Domain Services 

Installation Wizard (we recommend this option), all the previous tasks are performed 

automatically. For more information, see Deploying a Windows Server  2008 Forest 

Root Domain [LH] . 

Note  

AD DS uses forest-wide locator records to enable replication partners to find each 

other and to enable clients to find global catalog servers. AD DS stores the forest-

wide locator records in the _msdcs.forestname zone. Because the information in the 

zone must be widely available, this zone is replicated to all DNS servers in the forest 

by means of the forest-wide DNS application directory partition. 
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The existing DNS structure remains intact. You do not need to move any servers or zones. You 

simply need to create a delegation to your Active Directoryïintegrated DNS zones from your 

existing DNS hierarchy. 

Creating the DNS client configuration  
To configure DNS on client computers, the DNS for AD DS owner must specify the computer 

naming scheme and how the clients will locate DNS servers. The following table lists our 

recommended configurations for these design elements. 
 

Design element  Configuration  

Computer naming Use default naming. When a Windows 2000, 

Windows XP, Windows Server 2003, Windows 

Server 2008, or Windows Vistaïbased 

computer joins a domain, the computer assigns 

itself a fully qualified domain name (FQDN) that 

comprises the host name of the computer and 

the name of the Active Directory domain.  

Client resolver configuration Configure client computers to point to any DNS 

server on the network. 

 

Note  

Active Directory clients and domain controllers can dynamically register their DNS names 

even if they are not pointing to the DNS server that is authoritative for their names. 

A computer might have a different existing DNS name if the organization previously, statically 

registered the computer in DNS or if the organization previously deployed an integrated Dynamic 

Host Configuration Protocol (DHCP) solution. If your client computers already have a registered 

DNS name, when the domain to which they are joined is upgraded to Windows Server 2008 

AD DS, they will have two different names: 

¶ The existing DNS name 

¶ The new fully qualified domain name (FQDN) 

Clients can still be located by either name. Any existing DNS, DHCP, or integrated DNS/DHCP 

solution is left intact. The new primary names are created automatically and updated by means of 

dynamic update. They are cleaned up automatically by means of scavenging. 

If you want to take advantage of Kerberos authentication when connecting to a server running 

Windows 2000, Windows Server 2003, or Windows Server 2008, you must make sure that the 

client connects to the server by using the primary name. 
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Creating an Organizational Unit Design  

Forest owners are responsible for creating organizational unit (OU) designs for their domains. 

Creating an OU design involves designing the OU structure, assigning the OU owner role, and 

creating account and resource OUs.  

Initially, design your OU structure to enable delegation of administration. When the OU design is 

complete, you can create additional OU structures for the application of Group Policy to the users 

and computers and to limit the visibility of objects. For more information, see Designing a Group 

Policy Infrastructure (http://go.microsoft.com/fwlink/?LinkId=106655). 

OU owner role  
The forest owner designates an OU owner for each OU that you design for the domain. OU 

owners are data managers who control a subtree of objects in Active Directory Domain Services 

(AD DS). OU owners can control how administration is delegated and how policy is applied to 

objects within their OU. They can also create new subtrees and delegate administration of OUs 

within those subtrees. 

Because OU owners do not own or control the operation of the directory service, you can 

separate ownership and administration of the directory service from ownership and administration 

of objects, reducing the number of service administrators who have high levels of access. 

OUs provide administrative autonomy and the means to control visibility of objects in the 

directory. OUs provide isolation from other data administrators, but they do not provide isolation 

from service administrators. Although OU owners have control over a subtree of objects, the 

forest owner retains full control over all subtrees. This enables the forest owner to correct 

mistakes, such as an error in an access control list (ACL), and to reclaim delegated subtrees 

when data administrators are terminated. 

Account OUs and resource OUs  
Account OUs contain user, group, and computer objects. Forest owners must create an OU 

structure to manage these objects and then delegate control of the structure to the OU owner. If 

you are deploying a new AD DS domain, create an account OU for the domain so that you can 

delegate control of the accounts in the domain. 

Resource OUs contain resources and the accounts that are responsible for managing those 

resources. The forest owner is also responsible for creating an OU structure to manage these 

resources and for delegating control of that structure to the OU owner. Create resource OUs as 

needed based on the requirements of each group within your organization for autonomy in the 

management of data and equipment. 

http://go.microsoft.com/fwlink/?LinkId=106655
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Documenting the OU design for each domain  
Assemble a team to design the OU structure that you use to delegate control over resources 

within the forest. The forest owner might be involved in the design process and must approve the 

OU design. You might also involve at least one service administrator to ensure that the design is 

valid. Other design team participants might include the data administrators who will work on the 

OUs and the OU owners who will be responsible for managing them. 

It is important to document your OU design. List the names of the OUs that you plan to create. 

And, for each OU, document the type of OU, the OU owner, the parent OU (if applicable), and the 

origin of that OU. 

For a worksheet to assist you in documenting your OU design, download 

Job_Aids_Designing_and_Deploying_Directory_and_Security_Services.zip from Job Aids for 

Windows Server 2003 Deployment Kit (http://go.microsoft.com/fwlink/?LinkID=102558) and open 

"Identifying OUs for Each Domain" (DSSLOGI_9.doc). 

In this section  
¶ Reviewing OU Design Concepts 

¶ Delegating Administration by Using OU Objects 

Reviewing OU Design Concepts  

The organizational unit (OU) structure for a domain includes the following: 

¶ A diagram of the OU hierarchy 

¶ A list of OUs 

¶ For each OU:  

¶ The purpose for the OU 

¶ A list of users or groups that have control over the OU or the objects in the OU 

¶ The type of control that users and groups have over the objects in the OU 

The OU hierarchy does not need to reflect the departmental hierarchy of the organization or 

group. OUs are created for a specific purpose, such as the delegation of administration, the 

application of Group Policy, or to limit the visibility of objects. 

You can design your OU structure to delegate administration to individuals or groups within your 

organization that require the autonomy to manage their own resources and data. OUs represent 

administrative boundaries and enable you to control the scope of authority of data administrators. 

For example, you can create an OU called ResourceOU and use it to store all the computer 

accounts that belong to the file and print servers managed by a group. Then, you can configure 

security on the OU so that only data administrators in the group have access to the OU. This 

prevents data administrators in other groups from tampering with the file and print server 

accounts.  

http://go.microsoft.com/fwlink/?LinkID=102558
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You can further refine your OU structure by creating subtrees of OUs for specific purposes, such 

as the application of Group Policy or to limit the visibility of protected objects so that only certain 

users can see them. For example, if you need to apply Group Policy to a select group of users or 

resources, you can add those users or resources to an OU, and then apply Group Policy to that 

OU. You can also use the OU hierarchy to enable further delegation of administrative control. 

While there is no technical limit to the number of levels in your OU structure, for manageability we 

recommend that you limit your OU structure to a depth of no more than 10 levels. There is no 

technical limit to the number of OUs on each level. Note that Active Directory Domain Services 

(AD DS)ïenabled applications might have restrictions on the number of characters used in the 

distinguished name (that is, the full Lightweight Directory Access Protocol (LDAP) path to the 

object in the directory) or on the OU depth within the hierarchy.  

The OU structure in AD DS is not intended to be visible to end users. The OU structure is an 

administrative tool for service administrators and for data administrators, and it is easy to change. 

Continue to review and update your OU structure design to reflect changes in your administrative 

structure and to support policy-based administration. 

Delegating Administration by Using OU 
Objects  

You can use organizational units (OUs) to delegate the administration of objects, such as users 

or computers, within the OU to a designated individual or group. To delegate administration by 

using an OU, place the individual or group to which you are delegating administrative rights into a 

group, place the set of objects to be controlled into an OU, and then delegate administrative tasks 

for the OU to that group. 

Active Directory Domain Services (AD DS) enables you to control the administrative tasks that 

can be delegated at a very detailed level. For example, you can assign one group to have full 

control of all objects in an OU; assign another group the rights only to create, delete, and manage 

user accounts in the OU; and then assign a third group the right only to reset user account 

passwords. You can make these permissions inheritable so that they apply to any OUs that are 

placed in subtrees of the original OU. 

Default OUs and containers are created during the installation of AD DS and are controlled by 

service administrators. It is best if service administrators continue to control these containers. If 

you need to delegate control over objects in the directory, create additional OUs and place the 

objects in these OUs. Delegate control over these OUs to the appropriate data administrators. 

This makes it possible to delegate control over objects in the directory without changing the 

default control given to the service administrators. 

The forest owner determines the level of authority that is delegated to an OU owner. This can 

range from the ability to create and manipulate objects within the OU to only being allowed to 

control a single attribute of a single type of object in the OU. Granting a user the ability to create 

an object in the OU implicitly grants that user the ability to manipulate any attribute of any object 
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that the user creates. In addition, if the object that is created is a container, the user implicitly has 

the ability to create and manipulate any objects that are placed in the container. 

In this section  
¶ Delegating Administration of Default Containers and OUs 

¶ Delegating Administration of Account OUs and Resource OUs 

Delegating Administration of Default 
Containers and OUs  

Every Active Directory domain contains a standard set of containers and organizational units 

(OUs) that are created during the installation of Active Directory Domain Services (AD DS). 

These include the following: 

¶ Domain container, which serves as the root container to the hierarchy 

¶ Built-in container, which holds the default service administrator accounts 

¶ Users container, which is the default location for new user accounts and groups created in 

the domain 

¶ Computers container, which is the default location for new computer accounts created in the 

domain 

¶ Domain Controllers OU, which is the default location for the computer accounts for domain 

controllers computer accounts 

The forest owner controls these default containers and OUs.  

Domain container  
The domain container is the root container of the hierarchy of a domain. Changes to the policies 

or the access control list (ACL) on this container can potentially have domain-wide impact. Do not 

delegate control of this container; it must be controlled by the service administrators. 

Users and computers containers  
When you perform an in-place domain upgrade from Windows Server 2003 to Windows 

Server 2008, existing users and computers are automatically placed into the users and the 

computers containers. If you are creating a new Active Directory domain, the users and 

computers containers are the default locations for all new user accounts and non-domain-

controller computer accounts in the domain. 
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Important  

If you need to delegate control over users or computers, do not modify the default 

settings on the users and computers containers. Instead, create new OUs (as needed) 

and move the user and computer objects from their default containers and into the new 

OUs. Delegate control over the new OUs, as needed. We recommend that you not 

modify who controls the default containers. 

Also, you cannot apply Group Policy settings to the default users and computers containers. To 

apply Group Policy to users and computers, create new OUs and move the user and computer 

objects into those OUs. Apply the Group Policy settings to the new OUs. 

Optionally, you can redirect the creation of objects that are placed in the default containers to be 

placed in containers of your choice.  

Well -known users and groups and built -in 
accounts  
By default, several well-known users and groups and built-in accounts are created in a new 

domain. We recommend that management of these accounts remains under the control of the 

service administrators. Do not delegate management of these accounts to an individual who is 

not a service administrator. The following table lists the well-known users and groups and built-in 

accounts that need to remain under the control of the service administrators. 
 

Well -known users and groups  Built -in ac counts  

Cert Publishers 

Domain Controllers 

Group Policy Creator Owners 

KRBTGT 

Domain Guests 

Administrator 

Domain Admins 

Schema Admins (forest root domain only) 

Enterprise Admins (forest root domain only) 

Domain Users 

Administrator 

Guest 

Guests 

Account Operators 

Administrators 

Backup Operators 

Incoming Forest Trust Builders 

Print Operators 

Pre-Windows 2000 Compatible Access 

Server Operators 

Users 

 

Domain Controller OU  
When domain controllers are added to the domain, their computer objects are automatically 

added to the Domain Controller OU. This OU has a default set of policies applied to it. To ensure 
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that these policies are applied uniformly to all domain controllers, we recommend that you not 

move the computer objects of the domain controllers out of this OU. Failure to apply the default 

policies can cause a domain controller to fail to function properly. 

By default, the service administrators control this OU. Do not delegate control of this OU to 

individuals other than the service administrators. 

Delegating Administration of Account OUs 
and Resource OUs  

Account organizational units (OUs) contain user, group, and computer objects. Resource OUs 

contain resources and the accounts that are responsible for managing those resources. The 

forest owner is responsible for creating an OU structure to manage these objects and resources 

and for delegating control of that structure to the OU owner. 

Delegating administration of account OUs  
Delegate an account OU structure to data administrators if they need to create and modify user, 

group, and computer objects. The account OU structure is a subtree of OUs for each account 

type that must be independently controlled. For example, the OU owner can delegate specific 

control to various data administrators over child OUs in an account OU for users, computers, 

groups, and service accounts. 

The following illustration shows one example of an account OU structure. 
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The following table lists and describes the possible child OUs that you can create in an account 

OU structure. 
 

OU Purpose  

Users Contains user accounts for nonadministrative 

personnel.  

Service Accounts Some services that require access to network 

resources run as user accounts. This OU is 

created to separate service user accounts from 

the user accounts contained in the users OU. 

Also, placing the different types of user 

accounts in separate OUs enables you to 
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OU Purpose  

manage them according to their specific 

administrative requirements.  

Computers Contains accounts for computers other than 

domain controllers.  

Groups Contains groups of all types except for 

administrative groups, which are managed 

separately.  

Admins Contains user and group accounts for data 

administrators in the account OU structure to 

allow them to be managed separately from 

regular users. Enable auditing for this OU so 

that you can track changes to administrative 

users and groups.  

 

The following illustration shows one example of an administrative group design for an account OU 

structure. 
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Groups that manage the child OUs are granted full control only over the specific class of objects 

that they are responsible for managing.  

The types of groups that you use to delegate control within an OU structure are based on where 

the accounts are located relative to the OU structure that is to be managed. If the admin user 

accounts and the OU structure all exist within a single domain, the groups that you create to use 

for delegation must be global groups. If your organization has a department that manages its own 

user accounts and exists in more than one geographical region, you might have a group of data 

administrators who are responsible for managing account OUs in more than one domain. If the 

accounts of the data administrators all exist in a single domain and you have OU structures in 

multiple domains to which you need to delegate control, make those administrative accounts 

members of global groups and delegate control of the OU structures in each domain to those 

global groups. If the data administrators accounts to which you delegate control of an OU 

structure come from multiple domains, you must use a universal group. Universal groups can 

contain users from different domains, and therefore, they can be used to delegate control in 

multiple domains. 

Delegating administratio n of resource OUs  
Resource OUs are used to manage access to resources. The resource OU owner creates 

computer accounts for servers that are joined to the domain that include resources such as file 

shares, databases, and printers. The resource OU owner also creates groups to control access to 

those resources. 

The following illustration shows the two possible locations for the resource OU. 

 



 

 
88 

 

The resource OU can be located under the domain root or as a child OU of the corresponding 

account OU in the OU administrative hierarchy. Resource OUs do not have any standard child 

OUs. Computers and groups are placed directly in the resource OU. 

The resource OU owner owns the objects within the OU but does not own the OU container itself. 

Resource OU owners manage only computer and group objects; they cannot create other classes 

of objects within the OU, and they cannot create child OUs. 

Note  

The creator or owner of an object has the ability to set the access control list (ACL) on 

the object regardless of the permissions that are inherited from the parent container. If a 

resource OU owner can reset the ACL on an OU, that owner can create any class of 

object in the OU, including users. For this reason, resource OU owners are not permitted 

to create OUs. 

For each resource OU in the domain, create a global group to represent the data administrators 

who are responsible for managing the content of the OU. This group has full control over the 

group and computer objects in the OU but not over the OU container itself. 

The following illustration shows the administrative group design for a resource OU. 
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Placing the computer accounts into a resource OU gives the OU owner control over the account 

objects but does not make the OU owner an administrator of the computers. In an 

Active Directory domain, the Domain Admins group is, by default, placed in the local 

Administrators group on all computers. That is, service administrators have control over those 

computers. If resource OU owners require administrative control over the computers in their OUs, 

the forest owner can apply a Restricted Groups Group Policy to make the resource OU owner a 

member of the Administrators group on the computers in that OU. 


